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Positional Technology:
Organizational Hierarchy and Employee Engagement with AI and Automation

Abstract: We characterize Al and automation as positional technologies whose engagement depend not
only on occupational tasks, but also on employees’ positions within the organizational hierarchy. Using
large-scale text data from employee workplace reviews, we document that senior employees reference Al
more frequently, describe it with greater promotion focus and more positive sentiment, and associate it
with organizational opportunities. Junior employees reference Al less frequently, describe it with greater
prevention focus and more negative sentiment, and associate it with personal vulnerabilities. Hierarchical
position explains as much or more variation in employee Al engagement than occupational exposure.
Cognitive capacity amplifies these hierarchical differences, while occupational decision-making intensity
attenuates them. Outsourcing and traditional automation exhibit similar positional dynamics, although
with important differences in the role of cognitive capacity. Our study advances a vertical model of
technological engagement that complements existing horizontal, task-based frameworks and helps explain
the hierarchical divide in reactions to Al.

1. Introduction

Advances in artificial intelligence (Al) and automation technologies have generated intense interest in
occupational exposure to Al — the extent to which a technology could theoretically perform a given set of
job tasks (Brynjolfsson and McElheran 2016, Raj and Seamans 2018, Handa et al. 2025, Dell’ Acqua et al.
2026, Hosseini and Lichtinger 2026). Yet occupational exposure is a weak predictor of actual engagement
with Al and remains largely silent on employee attitudes toward the technology. Growing anecdotal
evidence suggests that engagement and attitudes vary not only across occupations and firms, but also
within firms across executives, managers, and front-line employees (Lovich et al. 2025), with executive
enthusiasm frequently coexisting alongside employee anxiety.> We examine this within-occupation,
within-firm variation across organizational hierarchies.

We characterize Al as a positional technology whose engagement depends critically on an
employee’s position within the organizational hierarchy.* Existing task-based approaches typically assign
the same Al exposure to all workers within an occupation, overlooking a central organizational reality:
employees in identical occupations differ in authority and influence over technological adoption. Senior
managers decide whether to adopt Al, how to configure it, and how deeply to integrate it into
organizational workflows. They are not passive intermediaries between technological capability and job
tasks; they are active decision-makers who shape technological adoption in ways that advance their own
interests (Braverman 1974; Winner 1980; Noble 1984; Perrow 1986). Their positions allow them to use

Al both to augment their own work and to substitute for the work of subordinates, capturing productivity

3 https://hbr.org/2025/11/leaders-assume-employees-are-excited-about-ai-theyre-wrong

4 Studies differ substantially in their terminology and precise definitions (Bonney et al. 2026) depending on their analytical focus
and units of analysis. We use “adoption” to refer to firm-level investment in and deployment of the technology, broadly consistent
with the existing literature; “engagement” to refer to a broader organizational construct encompassing employee use, attitudes,
and associated workplace themes; and “use” to refer specifically to employee-level interaction with the technology.



gains in either case. Junior employees, by contrast, exercise far less agency over these decisions. As a
result, employees within the same firm and occupation evaluating the same technology may differ sharply
in their assessment of its disruptive potential. Executives directing employees to train Al agents intended
to replace them starkly illustrate this positional asymmetry.’

Testing Al as a positional technology while ruling out occupation- and firm-level confounds
presents three major empirical challenges. First, it requires observing employees at multiple hierarchical
levels within the same firm, year, and occupation. Yet even large surveys of Al adoption typically rely on
one or a small number of respondents per firm, most often senior managers, and primarily capture
managerial perspectives rather than the experiences and attitudes of junior employees. Furthermore,
confidentiality constraints generally preclude identifying respondents’ hierarchical positions. Second, a
comprehensive analysis of the senior-junior divide requires measuring employee motivations, sentiments,
and workplace themes surrounding the technology, rather than differences in use. Third, more generally,
measuring Al adoption remains challenging. Bonney et al. (2026), for example, note the absence of a
consistent measurement framework and substantial inconsistencies in how Al adoption is operationalized
across studies, contributing to wide divergence in estimated adoption rates, particularly across firm- and
employee-level studies.

We address these challenges using workplace reviews from Glassdoor, where more than 12
million employees anonymously describe their workplace experiences in separate “pros” and “cons”
fields. Because the reviews include job titles, we are able to construct a proxy for hierarchical position.
We develop a more employee-centered approach to measuring Al engagement. Specifically, we construct
three complementary sets of measures: (1) A/ Reference, the frequency with which employees mention Al
in describing their workplace experiences; (2) Al Sentiment, the regulatory focus and valence of those
references; and (3) A/ Topics, the workplace themes employees associate with Al, derived through topic
classification. For comparison and external validity, we also construct analogous measures for two other
labor-displacing technologies: outsourcing and general automation (e.g., physical robots and machines).¢
Together, these measures provide, to the best of our knowledge, the first large-scale evidence on within-
firm hierarchical differences in employee engagement with AIl. We discuss below both the strengths and
limitations of this approach, including how we address potential selection into posting reviews, in Section
4.

We document six main empirical patterns. Our analysis includes firm % year fixed effects that are

typically infeasible in firm-level analysis and most existing datasets. Our most stringent specification

5 https://www.nytimes.com/2026/05/08/technology/meta-ai-employees-miserable.html

¢ We follow Grossman and Rossi-Hansberg (2008) and Autor et al. (2003) in using the term “technology” broadly to encompass
outsourcing. Outsourcing is more precisely an organizational technology but shares the structural features that define our
positional technology framework.



includes firm x year x occupation fixed effects, comparing employees within the same firm, year, and
occupation, absorbing both stable and time-varying firm- and occupation-level confounds. The analyses
of regulatory focus and sentiment further leverage a within-review, sentence-level design that examines
how Al-referencing sentences differ from the broader tone of the same review across hierarchical levels.
Although we do not make causal claims, the combined evidence on employee Al references, sentiment,
and topics provide robust conditional relationships that are difficult to reconcile with alternative
explanations.

First, we establish the convergent validity of Al Reference by showing that it positively correlates
with Al-related job postings (Babina et al. 2024), firm references to Al in annual reports (Keum, Wang,
and Bhatia 2026), and six established occupation-level Al exposure measures (Felten et al. 2021; Webb
2020; Eisfeldt et al. 2023; Eloundou et al. 2024; Handa et al. 2025; Tomlinson et al. 2025).

Second, hierarchical position strongly predicts both A/ Reference and Al Sentiment. Senior
employees mention Al more frequently in workplace pros; junior employees mention it less. Notably,
hierarchical position explains as much or more variation in A/ Reference than occupational exposure,
underscoring the importance of examining both the horizontal (occupational) and vertical (hierarchical)
dimensions of Al exposure. Senior employees also reference Al with greater promotion focus and more
positive sentiment, while junior employees do so with greater prevention focus and more negative
sentiment.

Third, cognitive capacity amplifies the relationship between hierarchy and Al Reference,
suggesting that cognitive capacity and hierarchical position are complementary in shaping the benefits of
Al engagement. We also find negative interactions between hierarchy and occupational demands for
frequent decision-making and social interaction, consistent with the current limitations of Al technologies
(Csaszar, Ketkar, and Kim 2024, Doshi et al. 2025, Dell’ Acqua et al. 2025).

Fourth, hierarchical position is positively associated with references to outsourcing and general
automation, consistent with their characterization as positional technologies. However, these technologies
exhibit weaker interactions with cognitive capacity and no significant interactions with decision-making
frequency.

Fifth, topic modeling reveals that senior and junior employees associate Al with distinct sets of
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topics. Senior employees emphasize “business strategy,” “technology and innovation,” and

“productivity,” whereas junior employees focus on “skill development,” “career,” “culture,” and
“interpersonal dynamics.” These patterns provide the most direct evidence that hierarchical position
shapes the motivational lens through which employees engage with Al.

Sixth, employees across hierarchical levels disagree substantially about Al’s organizational

consequences. Al is associated with negative evaluations of senior leadership, career opportunities,



compensation, work-life balance, organizational culture, and firm business outlook, but these negative
associations are attenuated or even reversed among senior employees.

Our study makes several contributions. Theoretically, prior research has emphasized that
technological adoption is organizationally disruptive, generating horizontal conflicts organized around
products, customers, tasks, and competencies. We introduce the concept of positional technology to
foreground vertical conflict across the organizational hierarchy: how hierarchical position shapes who
mentions Al, who is augmented or substituted by it, and who captures its benefits or bears its costs
(Braverman 1974, Aghion and Tirole 1997, Garicano 2000, Ide and Talamas 2025). This perspective
offers an organizational framework for analyzing employee engagement with Al that existing task-based
models cannot capture (Autor, Levy, and Murnane 2003, Acemoglu and Restrepo 2018): a hierarchical
divide in Al engagement that operates within firms and within occupations.

Empirically, our findings inform three debates in the literature. First, our framework helps
reconcile an apparent tension between micro- and macro-level studies on Al adoption. Micro, task-level
studies consistently find that Al disproportionately increases the productivity of less-experienced workers
(Noy and Zhang, 2023, Dell’ Acqua et al. 2023, Cui et al. 2026, Brynjolfsson et al. 2025, Doshi and
Hauser 2025), yet macro-level studies link Al adoption to declines in junior employment and entry-level
hiring (Brynjolfsson et al. 2025, Azar et al. 2025, Klein Teeselink et al. 2025, Hosseini and Lichtinger,
2026). Our framework connects these findings: junior employees may capture larger productivity gains at
the task level, but senior employees control whether adoption occurs and whether task-level augmentation
translates into employment or simply into higher performance expectations. Second, our findings qualify
broad claims that Al will devalue cognitive skills and formal education. Instead, we show that cognitive
capacity is associated with greater positive engagement with Al, particularly among senior managers,
suggesting that effective Al engagement depends on the combination of cognitive skill and organizational
authority. Third, by comparing Al with outsourcing and traditional automation, we inform debates over
how Al differs from prior waves of technological disruption.

Methodologically, we develop employee-level measures of Al engagement, sentiment,
motivational orientation, and associated topics derived from voluntary workplace reviews. This approach
complements existing firm- and occupation-level measures of Al exposure by capturing how employees
themselves experience and interpret technological change within organizations. More broadly, our
approach generalizes readily to other technologies and provides a scalable approach for studying the

organizational dynamics of technological adoption across hierarchical levels.

2. Theory and Prior Literature

2.1 Exposure- and Survey-Based Frameworks



Likened by industry leaders to the discovery of fire or electricity, artificial intelligence has generated
intense scholarly and policy interest in estimating its economic and social consequences. An influential
literature estimates workers’ occupation-level exposure to Al. Building on early work on computerization
(Frey and Osborne 2017), the automation literature decomposes occupations into tasks and evaluates the
extent to which those tasks fall within a technology’s capabilities (Acemoglu and Restrepo 2018). Felten
et al. (2018, 2021, 2023) extend this framework to Al by constructing occupation-level measures using
O*NET task data. More recent work applies similar approaches to large language models (Eisfeldt et al.
2023, Eloundou et al. 2024) and examines their potential to substitute for workers across a growing range
of tasks (Doshi et al. 2025, Shan and Zhu 2026).

Recent studies increasingly move from theoretical exposure to actual Al use. Handa et al. (2025)
construct occupation-level measures based on observed prompts submitted to Claude, while Tomlinson et
al. (2025) develop an applicability score from over 200,000 real interactions with Microsoft Copilot. At
the firm level, Yotzov et al. (2026) survey 6,000 senior executives regarding Al adoption and its effects on
jobs and productivity, and Bonney et al. (2026) use the U.S. Census Bureau’s Business Trends and
Outlook Survey to measure Al use across business functions and tasks.”

Despite these advances, the unit of analysis in this literature remains predominantly the task or
occupation. All workers within a given occupation are consequently assigned the same exposure score.
These approaches provide important insights into whether software developers or financial analysts are,
on average, more exposed to Al, but they cannot distinguish whether these patterns are driven by senior or
junior employees within those occupations. Firm-level surveys face a similar limitation because they
typically rely on one or a small number of respondents per firm. While they can identify which firms are
more likely to adopt Al and provide evidence on firm-level employment consequences, they offer limited
insight into how engagement varies across hierarchical levels and are especially limited in capturing
differences in attitudes and discussion topics between senior and junior employees. We theorize and
empirically examine this senior—junior divide within firms and occupations, arguing that it is critical for
resolving several empirical tensions in the Al literature.

2.2 Hierarchical Divide: Al and Automation as Positional Technologies
Our framework builds on the premise of directed technological change: the direction of innovation
reflects the interests of those who control it (Acemoglu 2002, Brynjolfsson 2022, Acemoglu and Johnson

2023). Whereas prior research examines how technological change is directed across firms and markets,

7 These approaches yield a wide range of estimates of firm-level Al adoption, ranging from 18% (Bonney et al. 2026) to 43%
(Bick et al. 2026) and 69% (Yotzov et al. 2026), contributing to ongoing debate over the extent of Al adoption and its labor-
market consequences. Earlier estimates based on the 2019 Annual Business Survey by Acemoglu et al. (2022) and McElheran et
al. (2024) are substantially lower at 3% of firms and 13% of workers, consistent with the sharp improvement in Al capabilities
following the emergence of generative Al systems in late 2022.



we extend this logic inside the firm by linking hierarchical position to employee engagement with and
attitudes toward Al and automation.®

Departures from Existing Literature We characterize Al and automation as positional
technologies: technologies whose opportunities and threats depend not only on the overlap between an
employee’s tasks and a technology’s capabilities, but also on the employee’s position within the
organizational hierarchy. This characterization departs from existing frameworks in three key respects.

First, task-based frameworks and studies using Standard Occupational Classification (SOC)
categories assign uniform Al exposure to all workers within a given occupation.’ A lawyer is a lawyer,
and the same Al exposure applies across the profession. Yet a senior partner and a junior associate may
have access to identical tools while differing substantially in how they engage with Al and how
consequential it is to their work.

Second, we distinguish among exposure, capability, and adoption. Occupation-level exposure
does not imply that an organization possesses the capability to deploy Al effectively; capability, for
example, as measured by Al scientist hiring, does not imply that the technology has been adopted across a
significant share of the organization. Adoption requires not only technical capability but also the
employee incentives and motivation to implement Al in practice, and these vary systematically across
hierarchical levels.

Third and most importantly, our framework shifts attention from horizontal to vertical conflict in
technology adoption. Existing work shows that managers resist or support technological change
depending on its compatibility with existing organizational components in the case of architectural
innovation (Henderson and Clark 1990), competencies in the case of radical innovation (Tushman and
Anderson 1986), and skill groups in the case of skill-biased technical change (Katz and Murphy 1992,
Autor, Levy, and Murnane 2003). As a result, disruptive innovations often require insulation from the
resource demands and political pressures of incumbent units (Bower 1970, Burgelman 1983, Christensen
1997). We argue that the central fault line in Al adoption is often not between divisions or product groups,
but between hierarchical levels: between those positioned to deploy the technology and those positioned
to be restructured by it.

Emerging practitioner evidence is consistent with this view. A survey by Boston Consulting
Group reports that 76% of executives believe employees are enthusiastic about Al, compared to only 31%

of employees (Lovich, Meier, and Taylor 2025). Similarly, Gallup finds that 21% of senior leaders report

8 Our study relates to, but is distinct from, the corporate governance and agency literature on manager—shareholder conflicts in
managing innovation (Manso 2011, Lerner and Wulf 2007, Keum 2020). Instead, we examine a novel form of misalignment
within firms — between senior and junior employees — with a specific focus on Al and automation technologies.

° The SOC (Standard Occupational Classification) system is the U.S. government’s official framework for classifying
occupations. It is maintained by the U.S. Bureau of Labor Statistics (BLS) and other federal statistical agencies.



substantial productivity gains from Al, compared to 13% of employees. Most directly related to our study,
using the 2026 Al supplement to the U.S. Census Bureau’s Business Trends and Outlook Survey (BTOS),
Bonney et al. (2026) document that executives report Al adoption rates more than twice those of
administrative workers (20.8% versus 9.9%). While suggestive, these studies remain constrained by the
limitations of survey data: they typically do not observe multiple employees within the same firm and
occupation across organizational levels and therefore cannot isolate within-firm hierarchical variation.

We propose three organizational asymmetries through which Al generates differences in
engagement and attitudes across hierarchical levels within firms and occupations.

Authority over deployment Technologies are not adopted neutrally but instead reflect the
interests of those who direct them (Zald and Berger 1978, Winner 1980). Within organizations, decisions
regarding whether to adopt Al, how to configure it, and how intensively to deploy it are
disproportionately made by those higher in the hierarchy.!® Noble’s (1984) historical analysis of
numerical control systems illustrates the point: automation technologies were deliberately designed to
reduce worker discretion and transfer operational control to management even when alternative designs
were feasible. More broadly, organizational sociology, drawing on Marxian and Weberian traditions,
emphasizes that technological deployment reinforces hierarchical control and managerial interests
(Braverman 1974, Perrow 1986).

Recent evidence extends this logic to Al. Alekseeva et al. (2026) document that Al adoption
increases firm demand for managerial roles, while a growing body of work finds that adoption reduces
junior employment (Brynjolfsson et al. 2025; Azar et al. 2025; Klein Teeselink et al. 2025). Closely
related to our study in its data sources, Hosseini and Lichtinger (2026) show, using job-posting data from
Lightcast and Revelio Labs, that generative Al adoption is associated with declines in hiring for junior
roles while having little effect on demand for senior employees.

Senior employees also control complementary organizational practices, including incentives,
promotion systems, hiring, and decision rights, that determine whether new technologies augment or
substitute particular roles (Milgrom and Roberts 1990, Brynjolfsson and Hitt 2000, Brynjolfsson and
McElheran 2016). Control over these complements ensures that Al is directed toward configurations that
serve their interests while shifting adjustment costs downward. Authority over deployment is thus
positional: those higher in the hierarchy shape how Al is deployed and who bears its consequences.

Augmentation potential We emphasize vertical differentiation in tasks within occupations. The
potential for Al to augment versus substitute labor varies across hierarchical levels. Higher-level

employees tend to focus on exception handling, coordination, and decision-making, whereas lower-level

10 An executive notes: “Using Al isn’t like subscribing to a language model. There are many reasons, but data privacy concerns
make it a C-suite-level decision.”



employees perform more routine and structured tasks (March and Simon 1958, Garicano 2000).!" Current
Al systems are especially effective at document-intensive and structured tasks such as writing,
summarization, coding assistance, and information processing (Felten et al. 2021, 2023, Brynjolfsson, Li,
and Raymond 2023, Eloundou et al. 2024). These tasks disproportionately map onto the work of junior
employees. Consequently, Al is more likely to substitute for junior employees while augmenting senior
employees. Augmentation potential is therefore positional: the capacity to benefit from Al increases with
organizational authority.

Distribution of productivity gains The gains from Al deployment are distributed unevenly
across hierarchy. Senior employees benefit whether Al augments or substitutes for workers below them:
substitution reduces labor costs while augmentation increases output. In both cases, gains tend to accrue
upward through performance evaluation and compensation systems. Junior employees face a more
asymmetric payoff structure. They bear the downside risks of substitution but benefit from augmentation
only if it applies directly to their work and if resulting productivity gains are shared with them. Both
conditions are unlikely to be met. Prior waves of automation reduced worker bargaining power (Keum,
Wang, and Bhatia 2026) and contributed to declining labor share (Grossman and Oberfield 2022). The
allocation of Al-generated gains is therefore positional: its benefits are filtered through existing
hierarchical structures.

These three asymmetries map naturally onto the productivity, displacement, and reinstatement
effects in Acemoglu and Restrepo’s (2018) framework. Within firms, however, these effects are not
equilibrium outcomes but organizational decisions shaped by hierarchical authority. Senior employees
influence whether Al augments or substitutes labor, where displacement occurs, and how organizational

gains are redistributed. This leads to our first hypothesis:
H1: Hierarchical position positively predicts engagement with Al

Beyond hierarchical differences in incentives to engage with Al, our theory also provides explicit
predictions about motivational orientation and sentiment. Senior employees, asymmetrically positioned to
configure Al in ways that serve their interests, are more likely to view it as a source of strategic
opportunity. Junior employees, subject to deployment decisions they do not control and bearing
disproportionate substitution risk, are more likely to view it as a threat to their job security and career

prospects. Prior theories of technological change have only implicitly considered employee sentiment,

1 Our study of the vertical organizational dynamics of technological engagement builds on, but also differs from, Garicano
(2000). Most importantly, we focus specifically on Al and technological adoption, rather than on how hierarchies allocate routine
tasks and nonroutine exceptions. We also conceptualize technology adoption as an endogenous organizational process shaped by
hierarchical authority, rather than as a exogenous condition.



even when their frameworks would naturally imply such variation across divisions (Henderson and Clark
1990, Tushman and Anderson 1986) or occupations (Autor, Levy, and Murnane 2003, Acemoglu and
Restrepo 2018). This omission reflects, in large part, the difficulty of obtaining systematic large-scale
measures of employee attitudes and sentiment. Our use of workplace reviews addresses this gap directly.

We hypothesize:

H2: Hierarchical position positively predicts favorable sentiment toward AL

We further expect the positional technology framework to extend beyond Al to other labor-
displacing technologies, particularly those that can both augment and substitute labor and are deployed
under conditions of uncertainty. Outsourcing (Grossman and Rossi-Hansberg 2008) and automation more
broadly (Autor, Levy, and Murnane 2003, Acemoglu and Restrepo 2018) share core features with Al: they
can both augment and substitute labor and have been documented to exacerbate inequality (Autor and
Dorn 2013, Acemoglu and Restrepo 2020). The three asymmetries we propose — authority over
deployment, differential augmentation potential, and capture of productivity gains — apply with
comparable logic to these earlier technologies. Outsourcing and automation decisions are controlled by
those with hierarchical authority; substitution risks fall disproportionately on lower-level employees
whose tasks are more amenable to offshoring or mechanization; and efficiency gains accrue upward.!'? We

hypothesize:

H3: Hierarchical position positively predicts engagement with and favorable sentiment toward

outsourcing and automation.
2.3 Cognitive Capacity and Al as Positional Technology
Our framework also yields a prediction about the role of cognitive capacity. Existing research suggests
that Al erodes the advantages traditionally enjoyed by highly educated and cognitively competent
workers, because large language models are particularly effective at cognitive and text-based tasks
(Eloundou et al. 2024). However, we argue that this effect is not uniform within occupations but varies
across hierarchical levels, with cognitive capacity complementing hierarchical authority in shaping who
benefits from Al engagement.

For senior employees, cognitive capacity amplifies positional advantage. Effective Al

engagement requires higher-order cognitive skills, including identifying productive applications, critically

121t is important to also recognize differences across technologies. Al is distinctive in its capacity to perform nonroutine,
cognitive tasks that have historically been associated with high-skill, white-collar work (Eloundou et al. 2024, Brynjolfsson, Li,
and Raymond 2023). As a result, its potential effects extend further up the organizational hierarchy than earlier waves of labor-
displacing technologies. This broadens the set of workers exposed to substitution and makes the allocation of control over
deployment and its consequences more salient. Outsourcing and traditional automation, by contrast, have largely targeted routine
manual and clerical tasks concentrated at lower organizational levels, generating less cross-hierarchical tension.
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evaluating outputs, and integrating Al into organizational workflows (Csaszar, Ketkar, and Kim 2024).
Senior employees who combine hierarchical authority with high cognitive capacity are best positioned to
configure Al in ways that enhance their interests, extend their effective span of control, and appropriate
the resulting productivity gains.

For junior employees, the implications are more adverse. Cognitive skills have historically
insulated workers from automation by supporting nonroutine tasks that earlier technologies could not
readily perform (Autor et al. 2003). Al weakens this insulation by performing a growing share of these
tasks. Even when junior employees are capable of deploying Al effectively, they lack the authority over
how it is configured and how gains are allocated. Cognitive capacity remains necessary but is no longer
sufficient for advancement when deployment decisions are determined higher in the hierarchy. This
asymmetry implies that cognitive capacity amplifies the positional divide, leading to the following

hypothesis:

H4: The positive relationship between hierarchical position and Al engagement and favorable
sentiment toward Al is stronger among employees with higher cognitive capacity.
2.4. Hierarchical Divergence in Perceived Consequences of Al
In supplemental analyses, we examine how Al engagement relates to employees’ assessments of
workplace outcomes. We expect the positional nature of Al to generate systematic divergence across
hierarchical levels in perceptions of its organizational and career consequences. Prior research on
automation technologies, including robotics and computerization, documents consistently negative effects
on employee welfare. Workers in highly automatable occupations report lower wages, job satisfaction,
and worse health outcomes (Nazareno and Schiff 2021, Liu 2023, Keum, Wang, and Bhatia 2026), while
industrial robots reduce job satisfaction even among workers not directly displaced, primarily through
anticipatory fears of future replacement (Schwabe and Castellacci 2020).

Evidence on Al specifically remains mixed. Two recent studies using Glassdoor employee
reviews reach divergent conclusions. Yildirim, Yilmaz, and Miric (2026) find that Al adoption is
associated with declines in employee satisfaction, whereas Chiong and Xie (2026) report positive effects
among employees with moderate Al exposure. Our positional technology framework helps reconcile these
findings by introducing hierarchy as a key contextual variable. Senior employees, positioned to configure
Al and capture its gains, should evaluate the organizational and career consequences of Al more
favorably. Junior employees, by contrast, are more likely to experience task restructuring without
corresponding influence over deployment decisions or the allocation of resulting gains, leading to more
negative evaluations. When senior and junior employees are pooled together, these divergent experiences

may offset one another, producing estimates that are sensitive to sample composition. We hypothesize:



HS: As Al engagement increases, senior employees evaluate workplace outcomes more favorably than
Junior employees.
3. Empirical Proxies
3.1 Glassdoor Employee Reviews
Existing firm-level measures indicate whether Al is adopted but provide limited insight into where, how
broadly, and by whom it is used within organizations, whether deployment remains narrowly concentrated
in a single function or diffuses across hierarchical levels and tasks, and whether it is senior executives or
junior employees who are driving that engagement. The ideal dataset would capture firm-level adoption,
deployment across business functions, hierarchical position, and employee-level engagement and
sentiment in a single consistent instrument. As Bonney et al. (2026) note in motivating the BTOS Al
supplement, such an instrument remains elusive.

Our primary dataset consists of anonymous employee reviews from Glassdoor, the largest online
labor market platform where current and former employees voluntarily describe their workplace
experiences.”® Green et al. (2019) report that 84% of U.S. job applicants consult Glassdoor reviews prior
to applying. Reviewers provide open-ended descriptions of the positive (“pros”) and negative (“cons”
aspects of their workplace, along with numerical ratings on five dimensions: senior leadership, career
opportunities, compensation and benefits, workplace culture, and business outlook, each measured on a 1-
5 scale. Figure 1 provides examples reviews.

Insert Figure 1 about here

Glassdoor data are uniquely suited for studying within-firm variation in Al engagement across
hierarchical levels for several reasons. First, reviewers report detailed job titles, allowing us to identify
their hierarchical position. Second, the platform contains multiple reviews within firm—occupation—years,
in contrast to administrative surveys that typically rely on only one or a few respondents per firm. The
large-scale and longitudinal structure of the data, covering more than 12 million U.S. reviews from 2008—
2026, including over 4 million from 2021-2026, permits firm x year and firm x year X occupation fixed
effects, isolating within-firm and within-occupation variation while absorbing both stable and time-
varying confounds. By comparison, the two most comprehensive recent firm-level Al surveys, Yotzov et
al. (2026) and the U.S. Census Al supplement analyzed by Bonney et al. (2026), cover approximately
6,000 and 117,000 observations, respectively. Third, the separation of “pros” and “cons,” combined with
rich open-text responses, allows us to distinguish perceived benefits from perceived costs of Al and to

measure employee attitudes toward the technology. Fourth, because reviews are voluntarily generated

13 See Marchetti and Puranam (2026) for a recent study that analyzes Glassdoor review text and applies topic modeling to
examine corporate culture.
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rather than elicited, our measures reflect naturally occurring engagement rather than survey-induced
intentions or aspirations. This is particularly relevant in the context of Al, where executives may overstate
adoption and benefits, while employees may understate them due to substitution concerns or higher
performance expectations. Fifth, the same textual framework can be applied to other technologies,
enabling systematic comparisons with outsourcing and traditional automation.'

Table 1 summarizes the major data sources and empirical approaches used to measure Al
adoption and engagement (additional details are provided in Appendix A). In brief, Glassdoor is the only
large-scale employee-level data source that permits systematic identification of both hierarchical position
and employee attitudes toward Al. As such, it provides the first large-scale evidence on the organizational
dynamics of Al engagement that complements existing occupation- and firm-level datasets. Despite these
advantages, Glassdoor data also have important limitations, most notably potential selection into review
posting. We discuss how we address this concern through a battery of sample validation and subsample
analyses in Section 4.

Insert Table 1 about here

3.2 Hierarchical Position
Our primary measure of hierarchical position — Hierarchy — is drawn from Revelio Labs, which assigns
employees to seniority levels using an ensemble model based on job titles, employer characteristics,
industry, career history, and tenure. The model classifies employees into seven levels: entry, junior,
associate, manager, director, executive, and senior executive. Data Appendix 1 reports the distribution
across levels over time with detailed descriptions of each level. As a robustness check, we construct an
alternative measure using LinkedIn career histories following Amornsiripanitch et al. (2022), where
hierarchical position is proxied by the median time required to attain a given title.
3.3 AI Engagement
We measure three dimensions of employee engagement with Al: Al Reference, Al Sentiment, and Al
Topics.

3.3.1 Al Reference A/ Reference captures the frequency with which employees mention Al-
related terms in workplace review texts. We construct a domain-specific Al dictionary through a multi-

step process combining manual screening and algorithmic expansion, building on prior work using textual

14 Several important studies use Al-related hiring based on resumes and job postings requiring Al skills to measure firm-level Al
adoption (e.g., Babina et al. 2024; Hosseini and Lichtinger 2026). Our approach is complementary in two key respects. First, we
observe within-firm variation across hierarchical levels. Second, we capture employees’ actual workplace engagement with Al,
helping address concerns about the gap between technological capability and realized adoption, for example, cases in which Al
use remains confined to narrow functions, pilot projects, or peripheral experimentation.
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data to infer firm behavior and technology adoption.'> We outline the methodology here and provide
implementation details in Data Appendix 3.

First, we manually code a random sample of reviews to identify commonly used Al-related terms.
Second, we expand this seed list using GPT-5.5 to generate semantically related terms. Third, we further
supplement the list using established taxonomies of Al technologies from an OECD paper by Calvino et
al. (2024).'® Fourth, to capture language used organically by employees, we train a Word2Vec skip-gram
model (Mikolov et al. 2013) on our full corpus of approximately 30 million Glassdoor reviews and
identify nearest neighbors in embedding space using the seed dictionary. All algorithmically generated
terms are manually validated prior to inclusion. This iterative process yields a final Al dictionary of 34
terms (see Data Appendix 3 for the full dictionary). We use an analogous approach to construct the
outsourcing dictionary and adopt the automation dictionary from Keum (2026). Relative to outsourcing
and automation, Al-related language is concentrated in explicit references to “artificial intelligence.” We
show robustness to alternative dictionaries in Appendix D.

Al Reference is defined as the total count of Al-related terms in a review’s “pros” and “cons”
fields. We further distinguish A/ Reference: Positive and Al Reference: Negative by separately counting
Al-related terms appearing in the pros and cons sections. Qutsourcing Reference and Automation
Reference are constructed analogously.

Table 2 validates Al Reference using two firm-level proxies of Al investment. Al Reference is
positively correlated with firm-level Al investment measured via Al-related job postings (Babina et al.
2024) and with Al-related disclosures in 10-K filings, both after firm, year, and occupation fixed effects.
Table 4 and Appendix Tables B and C further show that Al Reference correlates with six established
occupation-level Al exposure measures. Together, these results support A Reference as a valid proxy for
Al engagement.

Insert Table 2 about here

Although Al Reference is significantly correlated with existing firm- and occupation-level
measures of Al deployment and exposure, it captures the salience of Al in employees’ workplace
experiences rather than direct measures of technology use (e.g., Eloundou et al. 2024, Handa et al. 2025,
Tomlinson et al. 2025). This distinction aligns with our analytical focus. Our interest is not in Al adoption
as a firm-level initiative or peripheral use cases such as routine document editing, but in Al as a

consequential organizational feature of employees’ working lives. A senior employee with access to Al

15 See Hassan et al. (2019) for political risk measures from earnings calls, Hoberg and Phillips (2016) for firm strategic
positioning from annual reports, Mann and Piittmann (2023) for automation-related patents, Marchetti and Puranam (2026) for
firm culture from Glassdoor reviews, and Keum (2026) for automation technologies from firm investment disclosures.

16 https://www.oecd.org/en/publications/a-sectoral-taxonomy-of-ai-intensity 16377b5-en.html
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tools who finds them unremarkable may never mention them; one who perceives Al as strategically
consequential likely will.

In the context of within-firm comparisons across hierarchical levels, 41 Reference also helps
address concerns raised by Bonney et al. (2026), who note that existing firm-level surveys often conflate
“top-down” organizational initiatives with individual-level experimentation using tools such as ChatGPT,
while also conflating organizational salience with use intensity. Unsolicited employee references to Al,
volunteered in reviews intended to inform prospective applicants (see Figure 1 and Table DA 3.3 for
examples), sidestep both conflations and provide a rare proxy for differences in how consequentially
employees experience the technology. We further complement A/ Reference with measures of Al-related
sentiment and associated workplace themes, which together allow us to characterize not only whether
employees engage with Al but how they frame and experience it.

We note three descriptive patterns. Figure 2 plots annual trends in A7 Reference from 2021 to
2026, normalized to one in 2021. Al Reference begins rising in 2022 but accelerates sharply in 2025 and
2026, approximately two years after the release of ChatGPT in late 2022, reaching roughly a ninefold
increase by 2026. This delay is consistent with lags in organizational adoption and diffusion into
workplace practice. In contrast, Qutsourcing Reference and Automation Reference remain comparatively
stable over the same period, increasing by 40% and 20%, respectively.

Figure 3 documents a monotonic relationship between hierarchy and A/ Reference: senior
employees are substantially more likely to reference Al than junior employees. The pattern holds across
all hierarchical levels, suggesting that the positional dynamics are not driven solely by the most junior
workers. This hierarchical difference is considerably weaker for outsourcing and automation, consistent
with the interpretation that these more mature technologies have already been integrated into
organizational routines across hierarchical levels.

Figure 4 traces these patterns over time. Trends are similar in earlier years but diverge sharply
after 2023. By 2026, Al references increase approximately elevenfold among directors and ninefold
among managers relative to 2021, while growth among junior and entry-level employees remains

substantially smaller.

Insert Figure 2, 3, and 4 about here

3.3.2 Al Sentiment We measure the regulatory focus and sentiment of Al-referencing sentences.
Regulatory focus theory distinguishes between promotion focus, which emphasizes advancement,
achievement, and aspirational goals, and prevention focus, which emphasizes security, responsibility, and
the avoidance of negative outcomes (Higgins 1997, 1998). We implement zero-shot natural language
inference using a BART-large model trained on the Multi-Genre Natural Language Inference corpus

(Lewis et al. 2020, Williams et al. 2018), following Yin et al. (2019) and recent applications in social
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science research (Laurer et al. 2024, Chae and Davidson 2026). Each sentence is paired with a hypothesis
derived from a candidate label (e.g., “This text reflects prevention focus, safety, security, and avoiding
losses”). The model then estimates an entailment probability score indicating the extent to which the
sentence supports the label within a natural language inference (NLI) framework. We aggregate sentence-
level probabilities to the review level.!” Consistent with our theory, we expect senior employees to exhibit
greater promotion focus and lower prevention focus in Al-referencing sentences.

We also measure sentiment toward Al using a pretrained RoOBERTa-base model fine-tuned on 124
million tweets (Loureiro et al. 2022). The informal and conversational style of social media language
closely resembles that of employee reviews, making the model particularly well suited to our setting. The
model assigns each sentence probabilities across three categories (negative, neutral, and positive) that
sum to one. We analyze Al-referencing sentences in the “pros” and “cons” fields separately, as
aggregating across sections with opposing valences would obscure the underlying sentiment signal. As
validation, sentences appearing in the pros section exhibit significantly higher positive sentiment scores
than those appearing in the cons section.

3.3.3 Al Topics Using the same zero-shot text-classification approach, we estimate the
probability that each sentence references one of twelve workplace topics: career and employment
concerns; productivity and work efficiency; skill development and training; compensation and benefits;
management and leadership; company culture and work environment; technology and innovation; ethics
and corporate responsibility; business strategy and performance; organizational structure and processes;
personal wellbeing and work—life balance; and interpersonal dynamics. These topics span the range of
subjects commonly discussed in employee reviews (Green et al. 2019, Landers et al. 2019). We provide
example reviews for each topic in Data Appendix 3.3.

3.4 Occupational Exposure

To demonstrate that hierarchical position predicts Al engagement beyond occupational exposure, we use
six established occupation-level exposure measures: the Anthropic Economic Index (Handa et al. 2025),
Tomlinson et al. (2025), Felten et al. (2021), Webb (2020), Eisfeldt et al. (2023), and Eloundou et al.
(2024). These measures capture cross-occupation variation in Al exposure but abstract from within-
occupation heterogeneity. Data Appendix 4 provides further details.

3.5 Occupational Characteristics

17 Chae and Davidson (2026) find that zero-shot NLI methods achieve accuracy comparable to supervised models when
categories are well defined and semantically distinct.
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Beyond controlling for them through occupation fixed effects, we explicitly consider three occupational
characteristics: problem-solving intensity, decision-making frequency, and social orientation.'® To
construct these proxies, employee job titles are mapped to six-digit Standard Occupational Classification
(SOC) codes using the procedure in Wang and Zhang (2026), yielding 9,278 matched titles (67% of
reviews). We then merge SOC codes with O*NET occupational scores for the three characteristics (see
Data Appendix 5 for more details). Because problem-solving intensity is highly correlated with both
Hierarchy and Job Zone, our occupation-level proxy for cognitive capacity, we exclude it from certain
specifications to mitigate multicollinearity concerns.

3.6 Employee Cognitive Capacity

For the supplementary analyses on cognitive capacity, we use two complementary proxies. At the
employee level, we compute linguistic complexity of the posted review using the Flesch—Kincaid Grade
Level (Kincaid et al. 1975, Gartenberg et al. 2026). At the occupation level, we use O*NET Job Zones (1—
5), which capture required education, training, and preparation. Higher Job Zones, denoted by the variable
Education/Training, are associated with greater abstract reasoning, complex problem-solving, and
independent judgment, making them a standard proxy for cognitive demands of the occupation
(Acemoglu and Restrepo 2018, Felten et al. 2023, Eloundou et al. 2024).

We acknowledge that both proxies are comparatively coarse. Studies conducted in more
controlled settings obtain sharper measures of cognitive ability, including pre-experiment writing task
scores (Noy and Zhang 2023; N = 453) and programmer skill levels based on task completion rates (Cui
et al. 2025; N =4,867). Although more precise, such measures are typically feasible only in experimental
or single-firm settings. Our proxies, by contrast, are well suited to the scale and heterogeneity of our
setting, which covers more than 12 million reviews across over 770,000 firms. Additional details on both
proxies are provided in Data Appendix 6.

3.7 Sample

Our baseline sample includes 12,092,382 employee reviews from 772,050 U.S. firms (17,306 publicly
traded) over 2008-2026, covering 695,022 distinct job titles and 890 occupation groups. Summary
statistics are reported in Table 3 (sample correlations in Data Appendix 7). References to Al remain
relatively rare, appearing in 0.91% of reviewer comments in 2026. This frequency is comparable to the
0.99% observed for outsourcing, but substantially lower than the 12.68% observed for general automation
using the broader dictionary from Keum (2026). The frequency is consistent with Babina et al.’s (2024)

job-posting-based measure, which averages approximately 0.80% in their sample. The relatively low

18 Problem-solving measures the extent to which jobs require identifying and resolving complex problems. Decision-making
frequency captures how often workers must make decisions affecting people, financial resources, or organizational reputation.
Social orientation measures the importance of interpersonal interaction in an occupation.
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incidence of Al references likely reflects the early stage of workplace Al adoption, and we expect these
rates to increase as the technology matures and diffuses more broadly. To facilitate coefficient
interpretation, Al Reference, Outsourcing Reference, and Automation Reference are multiplied by 1,000.
Hierarchy behaves as expected, showing a high correlation with problem-solving intensity (0.446) and
moderate correlations with Intelligence (0.115) and occupational educational requirement

(Education/Training: 0.384).

Insert Table 3 about here
4. Empirical Strategy
We estimate the following OLS specification to examine the relationship between hierarchical position

and employee engagement with Al:

Al Reference / Al Sentiment / Topicsiu = fiHierarchyi + ojan + i, @)

where i indexes employees, j firms, k occupations, and ¢ review years. Our primary interest is in within-
firm, within-occupation variation across hierarchical levels. Rather than examining whether Al changes
occupational demand (e.g., Alekseeva et al. 2026), we examine whether executives, senior managers, and
junior employees within the same firm and occupation differ systematically in their engagement with Al.

Our identification strategy relies primarily on fixed effects to isolate within-firm, within-
occupation variation across hierarchical levels. We sequentially introduce increasingly granular fixed
effects: firm (a;), occupation (ox), firm x year (), and, in the most stringent specification, firm x year x
occupation fixed effects (ax). The large sample size permits the full set of fixed effects for analyses of Al
references. Because sentiment measures are observed only for reviews containing Al-related text, the
sentiment analyses include firm X year but not firm x year x occupation fixed effects.

To examine heterogeneity by cognitive and occupational characteristics, we estimate:

Al Reference / Al Sentiment / Topicsiji= fiHierarchy, + p:Hierarchy,; x Employee Characteristici,

+ f3 Employee Characteristicii + ajuy) + ijks, 2)
where Employee Characteristic captures the cognitive-capacity and occupational measures described in
Section 3. The coefficient of interest is >, which tests whether the association between hierarchical
position and Al engagement varies systematically with employee characteristics.

We repeat these analyses using references to outsourcing and automation. These comparisons
serve two purposes: assessing whether positional dynamics generalize beyond Al, and identifying features
that distinguish Al from earlier labor-displacing technologies.

To examine how Al engagement relates to employee evaluations of their workplace, we estimate:

Workplace Assessment;, = 1Al Referencei + 524l Reference; * Hierarchyi
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+ BsHierarchyi + aju + €. 3)

Dependent variables include employee assessments of senior leadership, career opportunities,
compensation and benefits, workplace culture, firm business outlook, and willingness to recommend the
employer.

Our analysis focuses on the “first-stage” dynamics of within-firm heterogeneity in employee Al
engagement rather than the “second-stage” consequences of Al adoption, such as declines in junior
hiring, that have received greater attention in the literature. This focus sidesteps complications associated
with endogenous firm-level Al adoption but substantially increases the demands on data collection, as
discussed in Section 3.1.

A potential concern is that firms pursuing different strategies may differ systematically in both Al
adoption and workforce composition. If more productive firms simultaneously invest more heavily in Al
and prioritize senior workers, naive cross-firm comparisons would overstate the role of hierarchical
position. Prior firm-level studies address such concerns using instrumental variables strategies and quasi-
experimental designs (e.g., Babina et al. 2023, Alekseeva et al. 2026, Yildirim, Yilmaz and Miric 2026).
Our empirical design mitigates these concerns through within-firm comparisons using stringent fixed
effects. The firm x year and firm x year x occupation fixed effects absorb both stable and time-varying
firm-level heterogeneity, including differences in Al investment intensity, financial performance,
managerial quality, organizational structure such as hierarchy depth and managerial span of control, firm
culture, and industry-level shocks (Babina et al. 2023, Shan and Zhu 2026), so that the effect of
hierarchical position is identified entirely from comparisons among employees occupying different
hierarchical levels within the same firm, year, and occupation.

4.1 Empirical Concern: Selection into Reviews

Sample selection presents the primary empirical concern. Because Glassdoor reviews are voluntary, the
propensity to post a review may correlate with Al-related workplace experiences. For example, senior
employees who perceive Al more favorably, or junior employees concerned about displacement, may be
disproportionately likely to discuss the technology in workplace reviews.

We address concerns regarding the representativeness of Glassdoor reviews in three ways. First,
prior studies validate Glassdoor data against nationally representative workforce benchmarks and show
that reviewer characteristics broadly track the underlying workforce (e.g., Guiso et al. 2015, Sockin 2022,
Green et al. 2023, Wilmers et al. 2025, Marchetti and Puranam 2026). We further validate our sample
using LinkedIn career-history data, showing that (i) hierarchical proxies derived from the two data
sources are strongly associated and (ii) the relationship remains stable over time. Specifically, the
correlation between average seniority levels in the LinkedIn and Glassdoor samples remains stable, with

no detectable shift during the rise of Al technologies. This stability imposes a demanding condition for
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selection-based explanations: the selection process would need to operate simultaneously across two
independent data sources that serve fundamentally distinct purposes: LinkedIn, where users maintain
long-running records of professional identity and career history, and Glassdoor, where employees
anonymously evaluate their workplace experiences. Together, these analyses suggest that our hierarchy
measures capture persistent organizational structure rather than changes in reviewer composition.

Second, we conduct a battery of tests showing no systematic shifts in reviewer composition
during the current Al wave between 2020 and 2026. Most directly, we do not detect changes in reviewer
seniority over time (Data Appendix 1, Figure 1.2), suggesting that senior employees did not become
disproportionately more likely to post reviews during the rise of AI. We likewise find no systematic
changes in occupational characteristics, including problem-solving intensity, decision-making frequency,
and social orientation (Data Appendix 5.1), nor in our proxies for cognitive capacity, including both
Flesch-Kincaid Grade Level and O*NET Job Zones (Data Appendix 6).

Third, econometrically, our interaction specifications in Equation (2) impose particularly
demanding conditions for selection-based explanations. It is insufficient that senior employees simply
become more likely to post reviews as Al adoption increases. To account for the full set of interaction
results, the selection process would need to vary jointly across hierarchical position, two distinct proxies
for cognitive capacity that are only moderately correlated (0.12), and multiple occupational
characteristics. Moreover, the implied selection process would need to generate systematically different
patterns across Al, outsourcing, and automation, as well as across positive versus negative references,
sentiment, and topic measures. Although selection concerns cannot be fully eliminated in voluntary-
review settings, we find it unlikely that such a highly specific and multidimensional selection process

explains our results.

5. Results

5.1 Occupational Exposure and Hierarchical Position

We begin by examining how occupational Al exposure and employees’ hierarchical positions relate to
references to Al in workplace reviews. Table 4 reports results using three established measures of
occupational Al exposure: Handa et al. (2025), Eisfeldt et al. (2023), and Eloundou et al. (2024),
presented in Panels A, B, and C, respectively.'” Results using alternative measures from Felten et al.

(2023), Webb (2020), and Tomlinson (2025) are reported in Appendix B and are qualitatively similar. A

19 Each proxy differs in its underlying data collection period. Accordingly, we use 2025-2026 data for the Anthropic measure,
2022-2026 data for Eisfeldt et al.’s (2023) measure, and 2023—-2026 data for Eloundou et al.’s (2024) exposure measure.
Expanding the analysis window to 2021-2026 has negligible effects on the estimated effect of Hierarchy, although it modestly
affects the coefficients on the occupational Al exposure measures.
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central finding is that occupational exposure positively predicts A/ Reference, but Hierarchy is also a
strong and, in some specifications, even larger predictor of employee Al engagement.

Column (1) of each panel estimates the relationship between occupational Al exposure and A/
Reference using a minimal specification with only year fixed effects. Across all three measures,
occupational Al exposure is positive and statistically significant, indicating that employees in more Al-
exposed occupations refer to Al more frequently. A one standard deviation increase in occupational Al
exposure is associated with approximately a 50-80% increase in A/ Reference.

Column (2) adds hierarchical position. The coefficient on occupational exposure remains largely
unchanged, suggesting that occupational exposure and hierarchical position capture distinct dimensions of
employee Al engagement. Across all panels, Hierarchy is positive and statistically significant: more
senior employees refer to Al more frequently. A one-level increase in hierarchy (SD = 1.22) is associated
with a 0.12-0.32 percentage-point increase in A1 Reference, corresponding to roughly a 45-116% increase
relative to the mean.

We next sequentially introduce additional fixed effects to isolate within-firm variation. Column
(3) adds firm fixed effects. The coefficient on occupational Al exposure declines sharply by more than
75% and remains statistically significant only in Panel C. In contrast, although the coefficient on
Hierarchy decreases by roughly half, it remains economically large and highly significant. This pattern
suggests that hierarchical position predicts Al engagement even among employees within the same firm.

Column (4) adds firm X year fixed effects and occupation fixed effects, which absorb the
independent effect of occupational Al exposure. Column (5) further adds firm x year x occupation fixed
effects. Across both specifications, the coefficient on Hierarchy remains similar in magnitude to column
(3) and continues to be positive and statistically significant. These findings indicate that positional
differences in Al engagement persist even among employees working in the same firm, year, and
occupation.

Columns (6) and (7) add an interaction between Hierarchy and occupational Al exposure to
columns (4) and (5), respectively, to examine whether the effect of hierarchy is stronger in more Al-
exposed occupations. The interaction term is consistently positive across all three panels. It is statistically
significant in columns (6) and (7) of Panel B and in column (6) of Panel C. The estimate in column (7) of
Panel A is marginally significant (5, = 4.004, p =0.119).

Taken together, Table 4 suggests that hierarchical position is a robust within-firm predictor of
employee Al engagement, and that its effect is amplified in occupations with greater Al exposure. More
broadly, these findings highlight the importance of considering not only horizontal exposure
characteristics, such as occupational tasks, but also vertical exposure characteristics, namely employees’

positions within the organizational hierarchy.
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Insert Table 4 about here

5.2 Occupational versus Positional Variation

Rather than absorbing occupational characteristics through occupation fixed effects, as in Table 4, we next
examine in Table 5 how specific employee and occupational characteristics relate to A/ Reference. We
consider five variables: two proxies for employee cognitive capacity, Intelligence (linguistic complexity
of review text) and Education/Training, and three occupation-level task characteristics from O*NET:
decision-making intensity, social interaction intensity, and problem-solving requirements.

Consistent with H4, both proxies for cognitive capacity are positively associated with 47
Reference. Employees with higher measured intelligence and occupations requiring greater education or
training are significantly more likely to reference Al. A one standard deviation increase in Infelligence
(3.485) and Education/Training (1.027) is associated with 53.0% and 18.1% higher Al Reference in
columns (1) and (2), respectively.

With respect to occupational characteristics, decision-making intensity and social interaction
intensity are both negatively associated with Al Reference. A one standard deviation increase in these
measures is associated with 23.0% and 17.4% lower Al Reference in columns (3) and (4), respectively,
consistent with the view that occupations centered on judgment and interpersonal interaction remain less
exposed to current Al technologies. By contrast, a one standard deviation increase in problem-solving
intensity is associated with 14.0% higher A/ Reference in column (5), suggesting that Al is already being
deployed to support at least some forms of analytical work (Csaszar, Ketkar, and Kim 2024, Doshi et al.
2025).

Column (6) includes all characteristics simultaneously. Hierarchy remains a strong and robust
predictor of Al Reference, with effect sizes comparable to those reported in Table 4. Intelligence and
Education/Training retain positive associations, while the negative effect of decision-making intensity
also remains robust. In contrast, the coefficients on social interaction and problem-solving lose statistical
significance. Appendix Table C shows that the inclusion of Hierarchy specifically attenuates the effect of
problem-solving intensity. This pattern is consistent with theories emphasizing the role of hierarchy and
senior employees in solving nonroutine exceptions (Garicano 2000).

Columns (7) and (8) separate Al references in the pros and cons fields. The results reveal a clear
asymmetry. The effect of hierarchy is more than twice as large for positive references as for negative
references (0.405*** vs. 0.165%**): senior employees are not only more likely to engage with Al but also
significantly more likely to frame it positively. By contrast, Intelligence is positively associated with both
positive and negative Al references at similar magnitudes (0.186*** vs. 0.171***), suggesting that

cognitively sophisticated employees engage more intensively with Al overall while recognizing both its
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opportunities and risks. Education/Training, however, is positively associated only with positive
references, implying that formal human capital is more strongly linked with favorable evaluations of Al.
In contrast, decision-making intensity is negatively associated with both positive and negative Al
references at similar magnitudes (—0.021*** vs. —0.019***), indicating that Al is broadly less relevant in
occupations centered on judgment and decision-making

Insert Table 5 about here

5.3 Comparison with Other Labor-Displacing Technologies

We next repeat the analysis using Outsourcing Reference and Automation Reference as dependent
variables. Because outsourcing and automation are more mature technologies, we use a longer sample
window spanning 2008-2026, resulting in significantly larger samples. Given differences in technological
maturity and dictionary size, we interpret differences in coefficient magnitudes cautiously and focus
primarily on directional patterns.

Table 6.A presents results for outsourcing. Hierarchy shows only a weak association with overall
outsourcing references in columns (1) and (7). However, when positive and negative references are
examined separately, Hierarchy is positively associated with positive references but not significantly
associated with negative references (0.257** versus 0.269). This pattern suggests that outsourcing also
exhibits positional dynamics, with senior employees more likely to frame outsourcing positively.

Other characteristics reveal important differences relative to Al. Education/Training shows no
significant relationship with positive, negative, or total outsourcing references, consistent with the more
operational and less cognitively intensive nature of outsourcing as a labor-displacing practice. Intelligence
is substantially more strongly associated with negative references in column (9) than positive references
in column (8) (0.781*** vs, 0.285%***), Unlike Al, where cognitive capacity predicts broader engagement,
cognitively sophisticated employees are disproportionately more likely to discuss outsourcing negatively.
Whereas only decision-making intensity is negatively associated with A/ Reference, both decision-making
and social interaction intensity are negatively associated with Outsourcing Reference, with particularly
large effects for social interaction intensity. The overall pattern is consistent with the view that
outsourcing is more difficult to implement in occupations requiring interpersonal coordination and
frequent adjustment. Problem-solving intensity shows no systematic relationship with outsourcing

engagement across specifications.

Insert Table 6.A about here

Table 6.B repeats the analysis using Automation Reference as the dependent variable. Consistent
with the Al results, Hierarchy is more strongly associated with positive than with negative references in
columns (8) and (9) (1.615%** vs. -0.192), indicating that senior employees discuss automation

substantially more positively than junior employees. Decision-making intensity is also negatively
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associated with automation references across both positive and negative references, mirroring the Al and
outsourcing results and reflecting the difficulty of automating judgment-intensive tasks.

There are also several notable differences. Education/Training shows no significant association,
while social interaction intensity is negatively associated with Automation Reference. Both patterns more
closely resemble outsourcing than Al. In contrast to both Al and outsourcing, however, problem-solving
intensity is positively associated with automation references, with similar effect sizes across positive and
negative references (0.205* vs. 0.214%*). This pattern suggests that automation technologies are discussed
not only in routine production contexts but also in relation to analytical and operational problem-solving
activities.

Insert Table 6.B about here

Taken together, the results in Tables 5, 6.A, and 6.B highlight both commonalities and important
differences across Al, outsourcing, and automation. All three exhibit a central feature of positional
technologies: employees’ hierarchical positions are asymmetrically associated with positive references.
All three are also positively associated with cognitive capacity (Intelligence) and negatively associated
with decision-making intensity, consistent with current technological limitations in substituting for
judgment-intensive tasks. At the same time, the technologies differ in important ways. Al shows a strong
and consistent positive association with education and training requirements (Education/Training),
whereas outsourcing and traditional automation show largely null associations. Al is also less constrained
by social interaction requirements, while outsourcing and traditional automation exhibit strong negative
associations.

5.4 Positional Heterogeneity by Cognitive Capacity and Occupations

In a test of H4, Table 7 examines how the relationship between hierarchical position and engagement with
labor-displacing technologies varies with employee cognitive capacity and occupational characteristics.
All specifications include firm x year and occupation fixed effects, thereby absorbing the independent
effects of occupation-level characteristics.

Columns (1)—2), (3)—(4), and (5)—(6) examine references to Al, outsourcing, and automation,
respectively. In column (1), Hierarchy is negatively associated with A/ Reference (—1.565***). However,
its interactions with Intelligence and Education/Training are both positive and highly significant. The
magnitudes are sufficiently large to offset the negative main effect at median levels of these variables and
to render the overall effect positive at higher values. In column (2), which additionally includes
interactions with decision-making intensity and social interaction intensity, the main effect of Hierarchy
becomes positive and significant (1.313**). At the same time, the interactions between hierarchy and both
decision-making intensity (—0.022***) and social interaction intensity (—0.019**) are negative and

significant. These results suggest that cognitive capacity amplifies Al engagement among senior
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employees, whereas occupational demands for judgment-intensive and interpersonal work attenuate this
relationship. More broadly, the findings are consistent with the view that effective engagement with Al
depends not simply on hierarchical authority or cognitive capacity in isolation, but on their combination.

The results for outsourcing and automation reveal both similarities and important differences. The
interaction between Hierarchy and Intelligence is positive and statistically significant for both
outsourcing and automation, indicating that cognitive capacity amplifies the positional effect across all
three labor-displacing technologies. However, the interaction between Hierarchy and Education/Training
is insignificant for outsourcing in column (4) (—0.935, n.s.) and is negative and significant for automation
in column (6) (—1.871**%*), the opposite of the Al result. Unlike Al, formal education does not appear
complementary to hierarchical position in driving engagement with outsourcing or traditional automation,
and for automation it is actually attenuating. Outsourcing and automation also differ from Al in that the
interactions between Hierarchy and both decision-making intensity and social interaction intensity are
statistically insignificant.

Taken together, the results in Table 7 indicate that hierarchical position does not uniformly predict
Al engagement, but instead interacts systematically with both employees’ cognitive resources and the task
characteristics of their occupations. Relative to other labor-displacing technologies, Al is distinctive in the
extent to which formal education and cognitive capacity amplify the positional advantages associated
with hierarchy, and in the extent to which those advantages are attenuated by occupational demands for
judgment and interpersonal coordination.

Insert Table 7 about here

5.5 Employee Regulatory Focus and Sentiment

We next examine the sentiment and regulatory focus of employee reviews that reference Al. We regress
measures of regulatory focus and sentiment from Al-referencing sentences on Hierarchy. Because this
analysis is restricted to reviews containing Al-related terms, the sample is substantially smaller than in
prior analyses. Accordingly, we include firm and year fixed effects but omit firm x year fixed effects. In
the next column, we augment this specification with controls for the regulatory focus and sentiment of the
full review text. This within-review design isolates how the linguistic framing of Al-deviates from the
broader tone of the review at the sentence level, and whether such deviations vary systematically across
hierarchical levels.

Table 8.A analyzes regulatory focus. Columns (1)—(4) examine promotion focus. In the pros field,
Hierarchy is positively and significantly associated with promotion focus in column (1) (1.168***) and
remains so in column (2) (0.814***) even after controlling for the promotion focus of the overall review
text. By contrast, in the cons field, hierarchy is not significantly associated with promotion focus.

Columns (5)—(8) examine prevention focus. Hierarchy is not significantly associated with prevention
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focus in the pros field, but is negatively and significantly associated with prevention focus in the cons
field even after controlling for the overall prevention focus of the review in column (8) (—0.641%*%*).

Table 8.B analyzes reviewer sentiment. The clearest pattern emerges in the cons field in columns
(5)—(8). Hierarchy is positively associated with positive sentiment in column (5) (0.811***), and the
relationship remains robust after controlling for the sentiment of the overall review text in column (6)
(0.509***)_ At the same time, Hierarchy is negatively associated with negative sentiment in both columns
(7) and (8). Even when Al is discussed in explicitly critical contexts, senior employees express more
positive sentiment and less negative sentiment. The results from the pros field are more tentative.
Although Hierarchy is negatively associated with negative sentiment in column (3) (—0.214*), the broader
pattern is statistically insignificant.

Taken together, these findings provide linguistic evidence consistent with Al as a positional
technology. The effect of hierarchy is not simply that senior employees are more positive and less
negative about Al overall. Rather, they engage with Al through a fundamentally different motivational
and affective lens. In favorable contexts, seniority amplifies promotion orientation. In unfavorable
contexts, it attenuates prevention focus and negative sentiment. This asymmetric pattern across both
motivational orientation and emotional valence is precisely what the positional technology framework
predicts: employees with authority over deployment are more likely to view Al as an opportunity, whereas
employees subject to deployment are more likely to experience it as a potential threat.

Insert Table 8.A and 8.B about here

5.6 Topic Analysis
We next examine the topics employees at different hierarchical levels discuss when referencing Al. As
described in Section 3.8, we classify Al-referencing sentences into twelve workplace topics commonly
appearing in employee reviews and regress topic probabilities on hierarchical position. All specifications
include firm and year fixed effects, but not firm X year fixed effects because of the substantially smaller
sample size.

The coefficients on the twelve topics for pros and cons texts are plotted in Figure 5.A and 5.B.
The results reveal a striking divergence in how Al is discussed across hierarchical levels. As shown in
Figure 5.A and 5.B, senior employees are significantly more likely to reference Al in connection with
technology and innovation (cons: 0.0125%**; pros: 0.0083**), business strategy (cons: 0.0039***; pros:
0.0030***)_ and productivity (cons: 0.0022%*). In the pros field, hierarchical position is positively and
significantly associated with ethics (0.0017**). Overall, we find that senior employees tend to frame Al
through a strategic and productivity-oriented lens. The effects are economically sizable, with the

coefficients corresponding to approximately 6-7% shifts relative to mean topic probabilities.
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Junior employees exhibit a markedly different pattern. In the cons field, hierarchical position is
negatively associated with career (—0.0112**) and interpersonal dynamics (—0.0031**), In the pros field,
junior employees are significantly more likely to discuss Al in relation to workplace culture (—0.0050%),
skill development (—0.0027%*), and interpersonal dynamics (—0.0009%*). The career effect is particularly
notable: it represents a 6.6% shift relative to the mean topic probability (0.169). Overall, we find that
junior employees engage with Al primarily through concerns about their career trajectories, workplace
relationships, and day-to-day work experiences.

These findings complement the sentiment and regulatory-focus analyses. The hierarchy effect on
Al engagement is not merely affective; it reflects fundamentally different relationships to the technology.
Senior employees engage with Al as organizational actors concerned with strategy and productivity,
whereas junior employees engage with Al as workers navigating its implications for career trajectories
and workplace relations. This divergence provides particularly direct evidence for our characterization of
Al as a positional technology: the meaning and implications of Al depend not only on the technology’s

capabilities but also on one’s position within the organizational hierarchy.

Insert Figure 5 about here
5.7 Al Reference and Employee Business Assessment

Table 9.A examines how employee references to Al relate to broader workplace assessments across six
dimensions: leadership quality, career opportunities, work-life balance, culture, firm outlook, and
likelihood to recommend the employer to a friend. All specifications include firm x year fixed effects. We
restrict the sample to current employees to capture contemporaneous workplace assessments and
minimize biased evaluations from laid-off employees. The results remain unchanged when former
employees are included in the sample.

The main effect of A/ Reference is negative and significant: employees who mention Al rate their
workplaces systematically worse on senior leadership, career opportunities, compensation, work-life
balance, and culture, with coefficients ranging from —0.223 to —0.354. The two binary outlook measures,
likelihood to recommend and positive business outlook, also show negative but statistically insignificant
main effects. Hierarchical position, by contrast, is uniformly positive and significant across all outcomes,
indicating that senior employees hold more favorable views of their workplaces.

As the main variable of interest, A/ Reference x Hierarchy is positive and significant across all
seven outcomes. The negative assessment associated with Al reference is systematically attenuated and
even reversed at higher hierarchical levels. Senior employees who reference Al do not share the
pessimism of their junior counterparts. This divergence across hierarchical levels is precisely what the
positional technology framework predicts. The same technology is perceived as a threat by employees

subject to its deployment and as an opportunity by those who control its deployment.

27



Insert Table 9.A about here

Table 9.B extends the analysis by using Executive Al Reference, defined as Al references made by
senior executives (level 5 and above) over the preceding three years, in a sample restricted to employees
below level 5. This specification tests whether executive engagement with Al shapes the workplace
experience of employees below them. Because executive A Reference varies at the firm level, we include
firm and year fixed effects but not firm x year fixed effects.

The results closely replicate the findings in Table 9.A and strengthen their interpretation along
two dimensions. First, the Executive AI Reference measure is constructed from a distinct set of senior
employees than the employees whose workplace assessments are being predicted.?’ Second, the three-
year lag introduces temporal separation between Al engagement and workplace assessments, reducing the
concern that both are simultaneously driven by unobserved firm-level shocks. The main effect of
Executive Al Reference is negative and significant for leadership ratings (—0.636*%*), culture (—0.462%),
recommendation to friend (—0.254***), and positive business outlook (—0.242***)_and negative but
insignificant for career opportunities, compensation, and work-life balance. Firms whose executives
engage more actively with Al are subsequently rated less positively by employees lower in the hierarchy.

The interaction between executive Al Reference and employee hierarchy is positive and
significant in five of seven outcomes, indicating that even within the nonexecutive workforce, more

senior employees evaluate Al-related organizational changes more favorably.

Insert Table 9.B about here
Taken together, Tables 9.A and 9.B provide evidence that Al is a positional technology whose
organizational consequences are asymmetrically distributed across the hierarchy. These results further
suggest that Al Reference captures not merely technological awareness but employees’ actual experiences
of Al-related organizational change.
5.8 Unpacking the Positional Divide
The organizational asymmetries in (1) authority over deployment, (2) augmentation and substitution
potential, and (3) capture of productivity gains are likely simultaneously operative and mutually
reinforcing. Isolating their independent effects would require quasi-experimental designs that we leave to
future research, but our findings provide several patterns consistent with each mechanism. The topic
analyses in Figure 5 are particularly informative. Senior employees disproportionately discuss Al in
relation to “business strategy” and “technology and innovation,” patterns consistent with (1) authority
over deployment. Junior employees, by contrast, are more likely to associate Al with career concerns and

workplace relationships, patterns more consistent with (2) differential augmentation and substitution risk.

20 Specifically, it rules out the possibility that the interaction results in Table 6.A reflects individual disposition or personality
rather than positional dynamics.
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The regulatory-focus and sentiment analyses are also most consistent with (1) authority over deployment:
hierarchical position increases promotion focus in the pros field while attenuating prevention focus in the
cons field (Table 8.A), and is associated with greater positive sentiment and lower negative sentiment
even in explicitly critical contexts (Table 8.B). Finally, the divergent effects on career-opportunity and
compensation assessments in Table 9.A provide additional evidence consistent with (2) differential

augmentation potential and (3) asymmetric capture of productivity gains, respectively.

The topic analyses in Figure 5 are most directly informative: senior employees disproportionately discuss
Al in relation to “business strategy” and “productivity,” consistent with authority over deployment and
asymmetric capture of gains, respectively. Junior employees are more likely to associate Al with career
concerns, consistent with differential substitution risk. The regulatory-focus and sentiment analyses are
most consistent with the authority over deployment : hierarchical position increases promotion focus in
the pros field while attenuating prevention focus in the cons field (Table 8.A), and is associated with
greater positive sentiment and lower negative sentiment even in explicitly critical contexts (Table 8.B).
The divergent effects on career-opportunity and compensation ratings (Table 9.A) offer additional
evidence consistent with authority over deployment and asymmetric capture of gains, respectively.

5.9 Robustness and Limitations

We conduct a series of robustness checks. Appendix D reports the main results for A1 Reference, Al
Reference: Positive, and Al Reference: Negative. All associated data and code for the remaining outcome
variables are available for replication subject to access to Glassdoor and Revelio Labs data.

First, in column (1), we use alternative, more granular measures of hierarchical position. Second,
in column (2), we show that the results are robust to a substantially more expansive Al dictionary that
extends our baseline specification (167 terms vs. 34 terms). One major concern is that the findings may be
driven by dissatisfaction or reduced hiring among the most junior employees. Columns (3) and (4)
exclude the bottom one and two hierarchical levels, respectively. In column (5), we exclude employees
with less than three years of tenure. Another concern is that the results may reflect broader automation
trends rather than Al specifically. In column (6), we exclude reviews containing automation-related
references. In columns (7)—(8), we split the sample into current and former employees. A further concern
is that the findings may simply reflect broader differences in firm outlook across hierarchical levels. To
address this, columns (9)—(10), (11)—(12), and (13)—(14) split the sample according to whether reviewers
report positive versus neutral/negative “Business Outlook” ratings, positive versus negative “Recommend
to Friend” ratings, and “Career” ratings above versus below 3, respectively.

The results are robust across all subsamples. Hierarchy remains a strong predictor of 47

Reference, with consistently larger effects for A/ Reference: Positive than for Al Reference: Negative. The
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single exception is the subsample of former employees in column (8), where Hierarchy shows a larger
association with Al Reference: Negative than Al Reference: Positive (0.274*** vs, 0.181**%), All results
are robust to restricting the sample to current employees, though sentiment analyses show somewhat
weaker statistical significance in line with the smaller sample size.

Our analysis has several limitations. While we emphasize vertical differences within firms, we
cannot fully rule out the possibility that executives, senior managers, and entry-level employees differ
systematically in their underlying job tasks (Garicano 2000). Indeed, the proposed asymmetry in
augmentation potential partly assumes such task differences. At the same time, this overlap between
hierarchical position and task content reinforces rather than undermines the importance of hierarchical
position as a dimension of Al engagement that task-based approaches alone cannot capture. More broadly,
our identification strategy relies on firm X year x occupation fixed effects, supplemented by heterogeneity
analyses across occupational and reviewer characteristics (e.g., cognitive capacity) and comparisons
across different labor-displacing technologies. Nevertheless, the analysis remains fundamentally
correlational. Accordingly, we interpret our primary contribution as descriptive, providing the first large-
scale evidence on employee engagement with Al, outsourcing, and automation across organizational

hierarchies.

6. Discussion and Conclusion

This study proposes and tests Al and automation as positional technologies: technologies whose
engagement, motivational orientation, sentiment, associated workplace themes, and perceived
consequences depend on employees’ positions within the organizational hierarchy.

Our framework helps explain several emerging empirical tensions in the current Al wave. The
gap between executive enthusiasm and employee anxiety documented in practitioner surveys follows
directly from the asymmetric incentives created by organizational hierarchy. Senior employees are
positioned to shape Al deployment and capture its gains, whereas junior employees are more exposed to
substitution risk and have less influence over implementation decisions. These asymmetries help account
for slow and contested organizational adoption, uneven productivity gains across firms and workers, the
productivity J-curve (McElheran et al. 2026), employee suspicion toward Al use (Vanneste and Puranam
2024), and the growing evidence linking Al adoption to declines in junior employment despite the large
productivity gains documented in micro-level, task-based studies. To the extent that hierarchical position
is correlated with age, experience, and educational attainment, Al may further exacerbate inequality
within firms.

More broadly, our findings suggest that understanding Al engagement requires moving beyond

task exposure to consider the organizational distribution of authority and incentives. Whether Al
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augments or substitutes for a job depends not only on the technical capabilities of the technology, but also
on who controls its deployment and who captures its benefits. In this sense, many consequences
commonly framed as technological are also fundamentally organizational. Realizing the full productivity
benefits of Al therefore requires not only top-down implementation, but also organizational acceptance
and integration across hierarchical levels. Our findings also carry implications for managers and
policymakers. Senior executives must recognize the stark differences in how Al is experienced across the
organizational hierarchy, as well as their own incentives to deploy the technology in ways that reinforce
existing structures and interests, leading to “productivity gains but rarely transformational changes to
work” (Gallup 2026). More generally, our results suggest that organizational resistance to Al may not
simply reflect technological conservatism or lack of skill, but deeper conflicts over authority, control, and
the allocation of gains from automation. As Al capabilities continue to expand, conflicts over who
controls deployment and who captures the gains from Al are likely to become increasingly central to

organizational adaptation, inequality within firms, and the future of work.
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Figurel. Glassdoor Review Examples

5.0 Yk %k ok k May 6, 2026 ***

Independent work with great tools, but team dynamics vary

& Software engineer

Currentemployee ~ © Seattle, WA

Recommend CEO approval Business Outlook

Pros
Independent work, robust developer efficiency tooling. Lots of Al tools to try.

Cons
Can be brutal based on team. Stack ranking can be risky if your team is high
performing. Can be difficult to see overall impact.

& Helpful 2 Share

3.0 k& v May 5,2026 ***

Strong brand value but uneven work-life balance

& Software engineerii

Current employee @© Vancouver, BC

+ Recommend X CEOapproval « Business Outlook

Pros
Good brand value for resume
Unlimited access to a lot of Al tools

Cons

Work life balance team dependent

Promotions can feel slow or political

Al processes feel rushed, often creating confusion or churn

@ Helpful # Share

Notes. Examples of employee reviews from Glassdoor referring to Al. Figure. Data Appendix 3 provides
additional examples.
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Table 1. Measuring AI Adoption and Engagement: A Comparison of Data Sources and Approaches

Employee
Attitudes

Within-Firm
Variation

Unit of Hierarchy

Datz ce / Approack
ata Source / Approach Identification

Sample Size Employee

Engagement

Analysis

Our Glassdoor-based approach Employee 12M+ reviews Yes; inferred from  Yes Yes Yes
reviews (‘08—26); 4M+  job titles and career
reviews (‘21-°26) histories
Firm-level executive surveys Firm ~6,000 firms No No No No; managerial
(e.g., Yotzov et al. 2026) reports of adoption
Census BTOS Al Supplement Firm / business ~117,000 firms Limited; broad No employee- No No; firm-reported
(e.g., Bonney et al. 2026) establishment occupational level variation Al use
categories only
Job postings / hiring-based Firm-job Millions No Limited No Al-related hiring
measures (e.g., Babina et al. 2024, posting demand rather
Hosseini and Lichtinger 2026) than realized use
Occupation-level exposure Occupation / National No No No No
measures task occupational
coverage
Experimental / single-firm studies  Individual Hundreds to Limited; sometimes Limited Sometimes ~ Direct task-level
(e.g., Noy & Zhang 2023) worker / task  thousands inferred from Al use
tenure or experience
Prompt / platform usage data User prompts /  Hundreds to No Limited No Direct observed
(e.g., Handa et al. 2025, occupations thousands Al interactions
Tomlinson et al. 2025)
Table 2. Validation for Al Reference
DV: Al Reference
(1) (2) (3) (4)
Firm Al Job Posting 35.760%  42.047**
[18.297] [18.233]
Firm 10K Al Mention 61.842%** 58 161***
[11.596] [11.341]

Adj. R2 0.04 0.05 0.02 0.02

Obs. 2,936,043 2,010,865 1,096,490 782,396

Firm FE yes yes yes yes

Year FE yes yes yes yes

Occupation FE no yes no yes

Notes. Standard errors clustered at firm level and reported in brackets. *p <0.10, **p < 0.05, ***p < 0.01.
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Figure 2. Time Trends for Labor-Displacing Technologies

2.1 Al Reference 2.2 Outsourcing Reference 2.3 Automation Reference
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Notes. Figure 2 plots annual trends in employee references to Al (Panel 2.1), outsourcing (Panel 2.2), and automation (Panel 2.3) in Glassdoor
reviews from 2021 to 2026. Each series is normalized to 1 in 2021 to facilitate comparisons across technologies and over time.

Figure 3. Reference by Hierarchy
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Notes. Figure 3 plots mean reference rates for Al (Panel 3.1), outsourcing (Panel 3.2), and automation (Panel 3.3) across hierarchical levels, from
the most junior (level 1) to the most senior (level 6) employees in our sample for 2021-2026 time period. Each series is normalized to equal 1 for
level 5 to facilitate comparisons across technologies and over time.

=3

=3

o
=3
1=}

o

Lvl Lv2 Lv3 Lv4 Lv5 Lvo

38



Figure 4. Al Reference Time Trend by Hierarchy
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Notes. Figure 4 plots annual trends in Al reference rates by hierarchical level from 2021 to March 2026.
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Table 3.A. Sample Statistics (Al)

Variable N Mean SD Min Max
Core Variables
1. Al Reference 7,238,908 2.348  54.444 0 6,000
2. Al Reference: Positive 7,238,908 1.202  38.508 0 5,000
3. Al Reference: Negative 7,238,908 1.146 35913 0 5,000
4. Hierarchy 7,238,908 1.972 1.219 1 7
5. Alternative Seniority 6,578,124 3.902 3.111 0 61
6. Intelligence 7,238,908 7.258 3485 0.52 18
7. Occupation: Education/Training 4,754,725 3.334 1.027 1 5
8. Occupation: Decision-Making 4,754,725 70.07 14.62 12 100
9. Occupation: Social Interactions 4,754,725  64.661  12.355 21 95
10. Occupation: Problem Solving 4,754,725  55.647 12.67 22 81
Review Sentiment
11. Al Negative Sentiment (Pros) 7,085 0.031 0.106  0.00 1.0
12. Al Positive Sentiment (Pros) 7,085 0.744 0.291 0.01 1.0
13. Al Negative Sentiment (Cons) 7,195 0.504 0.313  0.00 1.0
14. Al Positive Sentiment (Cons) 7,195 0.102 0.186  0.00 1.0
Regulatory Focus Scores
15. Al Promotion Focus (Pros) 8,471 0.609 0.237  0.00 1.0
16. Al Prevention Focus (Pros) 8,471 0.112 0.15 0.00 1.0
17. Al Promotion Focus (Cons) 8,083 0.239 0.263  0.00 1.0
18. Al Prevention Focus (Cons) 8,083 0.189 0.189  0.00 1.0

Notes: This table reports descriptive statistics for the employee review sample used in our main analysis
on Al. The sample includes reviews from 2021 to 2026. Al Reference is multiplied by 1,000. See Data
Appendices for additional statistics and details on variable construction.

Table 3.B. Sample Statistics (Outsourcing and Automation)

Variable N Mean SD Min Max
1. Outsourcing Reference 12,092,382  11.969 119.183 0 5,000
2. Outsourcing Reference: Positive 12,092,382 3.200  58.603 0 3,000
3. Outsourcing Reference: Negative 12,092,382 8.770  99.486 0 5,000
4. Automation Reference 12,092,382 110.207  381.75 0 12,000
5. Automation Reference: Positive 12,092,382  51.000 244 0 10,000
6. Automation Reference: Negative 12,092,382  59.500 271.389 0 10,000

Notes: This table reports descriptive statistics for the employee review sample used in our analysis on
outsourcing and automation. The sample includes reviews from 2008 to 2026. Outsourcing Reference and
Automation Reference are multiplied by 1,000.
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Table 4. AI Reference by Occupational Exposure and Hierarchy

Al Reference
(€)) 2 (€) 4 (©) Q) @)
Panel A: Anthropic (2026) Exposure
Al Exposure 11.585%** [].255%** 2.702
[4.088] [2.969] [1.800]
Hierarchy 3.199%%%  1.641%** 2 128%** 2. 612%** ].552%**  1.502%*
[0.431] [0.312] [0.404] [0.687] [0.440] [0.664]
Hierarchy x Al Exposure 2.498 4.004
[1.784] [2.566]
Adj. R2 0.00 0.00 0.03 0.04 0.05 0.04 0.05
Obs. 1,032,088 1,032,088 911,208 885,110 570,626 885,110 570,626
Panel B: Eisenfeldt (2023) Exposure (Core)
Al Exposure 4.556%**%  3.66]1*** 0.515
[1.063]  [0.792] [0.429]
Hierarchy 1.246%%*  (0.561*** (.516*** (.499%** 0.225% 0.034
[0.180]  [0.119]  [0.058]  [0.121] [0.116] [0.165]
Hierarchy x Al Exposure 0.968**  1.579**
[0.404] [0.660]
Adj. R2 0.00 0.00 0.04 0.07 0.08 0.07 0.08
Obs. 3,063,723 3,063,723 2,850,675 2,595,963 1,754,702 2,595,963 1,754,702
Panel C: Elondou (2025) Exposure (Human)
Al Exposure 7.651**% 5. 886%** 1.275*
[1.690]  [1.090] [0.697]
Hierarchy 1.796**%  (.827*** (.979%*** ], 127%** 0.116 0.476
[0.264] [0.165]  [0.088]  [0.347] [0.409] [0.795]
Hierarchy x Al Exposure 1.790%* 1.346
[0.800] [1.364]
Adj. R2 0.00 0.00 0.03 0.05 0.06 0.05 0.06
Obs. 3,106,397 3,106,397 2,895,286 2,688,819 1,813,723 2,688,819 1,813,723
Year FE yes yes yes - - - -
Firm FE no no yes - - - -
Occupation FE no no no yes - yes -
FirmxYear FE no no no yes - yes -
FirmxYearxOccupation FE no no no no yes no yes

Notes. Standard errors clustered at firm and occupational levels and reported in brackets. *p < 0.10, **p <

0.05, ***p < 0.01.
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Table 5. AI Reference by Occupational Characteristics and Hierarchy

) Al Reference
bv: All Positive ~ Negative
M 2 3) “ &) (6 ) ®)

Hierarchy 0.570%**  0.405%** (.165%**

[0.122]  [0.074]  [0.061]

Intelligence 0.357%%* 0.357**%  0.186*** 0.171%**

[0.062] [0.068]  [0.039]  [0.030]

Occupation: Education/Training 0.425%%% 0.200*  0.193%** 0.007

[0.109] [0.110]  [0.061]  [0.064]

Occupation: Decision-Making -0.037%** -0.041%%%  -0.021%%* -0.019%**

[0.009] [0.007]  [0.004]  [0.004]

Occupation: Social Interactions -0.033%* -0.012 -0.005 -0.007

[0.014] [0.011]  [0.007]  [0.005]

Occupation: Problem Solving 0.026***  -0.007 -0.006  -0.001

[0.008] [0.010]  [0.006]  [0.005]

Adj. R2 0.06 0.05 0.05 0.05 0.05 0.05 0.07 0.01

Obs. 4,620,778 4,107,383 4,107,383 4,107,383 4,107,383 4,107,383 4,107,383 4,107,383

FirmxYear FE yes yes yes yes yes yes yes yes

Notes. Standard errors clustered at firm and occupational levels and reported in brackets. *p < 0.10, **p <
0.05, ***p < 0.01.
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Table 6.A Outsourcing Reference by Occupational Characteristics and Hierarchy

Outsourcing Reference

bv: All Positive  Negative

Q) @) 3) @ 5 Q)] (M ®) ®
Hierarchy 0.431 0.526  0.257** 0.269
[0.328] [0.419] [0.104] [0.322]
Intelligence 1.066%** 1.066%#% (.285%%* (78] %***
[0.088] [0.094] [0.019] [0.078]
Occupation: Education/Training 0.582 -0.697  -0.171 -0.527
[0.558] [0.482] [0.114] [0.409]
Occupation: Decision-Making -0.144%:%* -0.097** -0.004 -0.093**
[0.048] [0.049] [0.009]  [0.042]
Occupation: Social Interactions -0.227 %% -0.175%*% 0.043%%% -0.132%**
[0.052] [0.044] [0.012]  [0.034]
Occupation: Problem Solving 0.070 0.085 0.016 0.069
[0.046] [0.062] [0.017] [0.048]
Adj. R2 0.04 0.04 0.03 0.04 0.04 0.03 0.04 0.05 0.02
Obs. 7,081,684 7,081,684 6,246,796 6,246,796 6,246,796 6,246,796 6,246,796 6,246,796 6,246,796
FirmxYear FE yes yes yes yes yes yes yes yes yes

Notes. Standard errors clustered at firm and occupational levels and reported in brackets. *p < 0.10, **p <

0.05, **%p < 0.01.

Table 6.B Automation Reference by Occupational Characteristics and Hierarchy

DV: Automation Reference

All Positive Negative

@ @ 3 “ (6] Q) ) ® €]
Hierarchy 3.420%** 1.423 1.615%**  -0.192
[1.185] [0.922] [0.506] [0.487]
Intelligence 13.572%** 13.585%*% 6, 128%** 7 458%%*
[1.085] [1.246] [0.660] [0.593]
Occupation: Education/Training 8.562%** 1.354 1.248 0.106
[3.099] [3.560] [1.839] [1.797]
Occupation: Decision-Making -1.120%** -0.993** -0.506** -0.487**
[0.499] [0.469] [0.224] [0.247]
Occupation: Social Interactions -1.252%*x* -0.732%%% .(),344%** (), 388%**
[0.428] [0.152] [0.085] [0.073]
Occupation: Problem Solving 0.677***  0.419*  0.205*  0.214*
[0.134] [0.216] [0.115] [0.109]
Adj. R2 0.08 0.09 0.08 0.08 0.08 0.08 0.10 0.09 0.05
Obs. 7,081,684 7,081,684 6,246,796 6,246,796 6,246,796 6,246,796 6,246,796 6,246,796 6,246,796
FirmxYear FE yes yes yes yes yes yes yes yes yes

Notes. Standard errors clustered at firm and occupational levels and reported in brackets. *p < 0.10, **p <

0.05, ***p < 0.01.
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Table 7. Heterogeneity by Cognitive Capacity and Occupations

All
bv: Al Outsourcing Automation

(D ) 3) “4) (6)
Hierarchy -1.565%**  1.313%** 2.992 6.368* -4.196 -8.352
[0.428] [0.632] [2.765] [3.819] [3.873]  [6.072]
Intelligence 0.024 0.022  0.829*** (0.826%**  10.437%%* 10.441%**
[0.041] [0.040] [0.112] [0.111] [1.125]  [1.126]
Hierarchy x Intelligence 0.177*** 0.178***  (0.134%** (.135%*%*% 1. 701**%* 1.699%**
[0.035] [0.036] [0.047] [0.047] [0.439]  [0.438]
Hierarchy x Education/Training 0.216**  0.207** -0.876 -0.935  -1.929%*** _] 87]1***
[0.093] [0.088] [0.691] [0.738] [0.593]  [0.640]
Hierarchy x Decision-Making -0.022%** 0.004 0.003
[0.007] [0.031] [0.036]
Hierarchy x Social Interactions -0.019** -0.053 0.058
[0.009] [0.046] [0.065]
Adj. R2 0.05 0.05 0.04 0.04 0.10 0.10
Obs. 4,107,372 4,107,372 6,246,785 6,246,785 6,246,785 6,246,785
FirmxYear FE yes yes yes yes yes yes
Occupation FE yes yes yes yes yes yes

Notes. Standard errors clustered at firm and occupational levels and reported in brackets. *p < 0.10, **p <

0.05, **%p < 0.01.
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Table 8.A Hierarchy and Regulatory Focus in A/ Reference

Regulatory Focus: Promotion Prevention
Fields: Pros Cons Pros Cons

(€] 2 3) 4 ©) (6) @) ®)
Hierarchy 1.168*** 0.814***  (0.520 0.255 -0.120 0.051 -0.641** -0.481*
[0.291] [0.295] [0.397] [0.404] [0.177] [0.175] [0.263] [0.260]
Overall Focus 2.650%*** 1.729%*% 127.994%** 1.046%**
[0.163] [0.203] [11.617] [0.136]
Adj. R2 0.08 0.14  0.05 0.07 0.12 0.15 0.03 0.04
Obs. 5,138 5,138 4,658 4,658 5,138 5,138 4,658 4,658
Firm FE yes yes yes yes yes yes yes yes
Year FE yes yes yes yes yes yes yes yes

Notes. Standard errors clustered at firm level and reported in brackets. *p <0.10, **p < 0.05, ***p < 0.01.

Table 8.B Hierarchy and Valence in A1 Reference

Fields Pros Cons
Valence: Positive Negative Positive Negative
(@) (@) (€) (C)) (6) () @) ®

Hierarchy 0.248 -0.090 -0.214* 0.030 0.811*** (.509%** -1.143*** _0.604**
[0.375] [0.260] [0.127] [0.081] [0.285] [0.184] [0.436] [0.298]

Overall Sentiment 84.500%** 79.569%** 77.148*%* 74.247%%*
[1.420] [4.535] [2.974] [1.420]

Adj. R2 0.10 0.56 0.13 0.63 0.12 0.53 0.06 0.50
Obs. 4,302 4,302 4,302 4,302 4,086 4,086 4,086 4,086
Firm FE yes yes yes yes yes yes yes yes
Year FE yes yes yes yes yes yes yes yes

Notes. Standard errors clustered at firm level and reported in brackets. *p <0.10, **p < 0.05, ***p < 0.01.
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Figure 5. Hierarchy and Al-Related Topics
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year fixed effects. Standard errors are clustered at the firm level. The sample is restricted to Al-

referencing reviews. 90% confidence intervals are plotted. Figure 5.1 reports results from the “pros” field,

and Figure 5.2 from the “cons” field.
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Table 9.A AI Reference and Employee Workplace Assessment

DV- Senior Career  Compen- Work-Life Culture Recommend Positive

Leadership Opportunity  sation Balance to Friend (=1) Outlook (=1)

@ @ (€)] “4) (6] Q) )
Al Reference -0.354%**  .0.263*** -0.223%**  _(.238*** _(.352%** -0.018 -0.015
[0.069] [0.058]  [0.052] [0.056] [0.060] [0.014] [0.014]
Hierarchy 0.052%**  0.072%*%* 0.064***  0.023%** (.054*** 0.028*** 0.035%**
[0.005] [0.006]  [0.004] [0.007] [0.005] [0.001] [0.001]
Al Reference x Hierarchy 0.076%**  0.055%** (.044***  (.048%** (.069*** 0.019%** 0.019%*%**
[0.017] [0.015]  [0.014] [0.014] [0.014] [0.004] [0.004]
Adj. R2 0.21 0.20 0.22 0.19 0.20 0.15 0.17
Obs. 1,907,044 1,941,730 1,932,627 1,922,854 1,926,102 2,591,348 2,591,348
FirmxYear FE yes yes yes yes yes yes yes

Notes. Standard errors clustered at firm and occupational levels and reported in brackets. *p < 0.10, **p <

0.05, **%p < 0.01.

Table 9.B Executive AI Reference and Employee Workplace Assessment

. . Positive
Senior Career Compen-  Work-Life Recommend
DV: . . . It .
Leadership Opportunity  sation Balance Culture to Friend (=1) O?S??k
Q) @) 3) () 6) (©) @)

Executive Al Reference, ., 5 1 -0.636** -0.305 -0.247 -0.098  -0.462* -0.254%*%  -(.242%%*
[0.261] [0.205] [0.157] [0.238] [0.243] [0.065] [0.062]
Hierarchy 3.854%%* 7 44]FFEk 5651 %** 2.365%*  5.100%** 2.255%%* 2.965%**
[0.797] [0.860] [0.600] [0.955] [0.710] [0.178] [0.204]
Executive A[Referencet_] 23X Hjeyarchy 0.257%%* 0.116 0.118** 0.136* 0.147** 0.056%** 0.068***
[0.081] [0.076] [0.060] [0.075] [0.068] [0.021] [0.024]
Adj. R2 0.16 0.15 0.15 0.16 0.11 0.12
Obs. 1,910,999 1,946,145 1,936,729 1,927,171 1,930,421 2,587,684 2,587,684
Firm yes ves yes yes yes yes
Year yes yes yes yes yes yes
Occupation yes yes yes yes yes yes

Notes. Standard errors clustered at firm and occupational levels and reported in brackets. *p < 0.10, **p <

0.05, **%p < 0.01.
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Data Appendix 1. Measuring Hierarchy
1.1 Main seniority measure
Our main measure of hierarchical position is derived from Revelio Labs (www.data-
dictionary.reveliolabs.com), which assigns each individual a seniority level based on an ensemble model
that combines information about the employee's detailed job title, company, and industry with their job
history and tenure in prior positions. The model produces a continuous seniority score that is then mapped
into seven ordinal levels as listed below.

1. Entry Level (E.g. Accounting Intern, Software Engineer Trainee, Paralegal)

2. Junior Level (E.g. Account Receivable Bookkeeper, Junior Software QA Engineer, Legal
Adviser)

3. Associate Level (E.g. Senior Tax Accountant; Lead Electrical Engineer; Attorney)

4. Manager Level (E.g. Account Manager; Superintendent Engineer; Lead Lawyer)

5. Director Level (E.g. Chief of Accountants; VP Network Engineering; Head of Legal)

6. Executive Level (E.g. Managing Director, Treasury; Director of Engineering, Backend Systems;

Attorney, Partner)
7. Senior Executive Level (E.g. CFO; COO; CEO)

The average seniority level in our analytical sample is approximately 2. In Figure DA 1.1, we plot
the temporal trend of review counts by seniority level. Over time, we observe a nearly parallel trend
across seniority levels. The dashed line marks 2022, the year ChatGPT was introduced. The stability of
these trends suggests that the composition of Glassdoor reviewers, in terms of seniority, did not shift
meaningfully with the rise of generative Al.

Figure DA 1.1 Review Counts by Seniority Over Time
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1.2 Alternative seniority

To construct a more granular alternative measure as a robustness check, we use LinkedIn data to track
individuals' career progression and measure the median time needed to first achieve a given job title
(Amornsiripanitch et al., 2022). LinkedIn users enter a job title for each of their career experiences using
open-ended text. The entire LinkedIn database contains over 34,048,849 unique job titles. We grouped all
observations into country-title cells, where title stands for a unique cleaned job title.
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One of the challenges we faced was that job titles on LinkedIn are self-reported and lack
standardization. This can introduce bias into seniority measurements for titles that are named
inconsistently. To address this issue, we cleaned each title to ensure that titles referring to the same
position are unified using both algorithm and manual checking. We first used Stata to remove all special
characters from each title and standardized the appellation of titles. For instance, we wrote out
abbreviated titles (e.g., CEO, CMO, VP, and PM) and removed some common prefixes, such as “co-.”
However, some titles could not be cleaned automatically, so we hired five well-trained research assistants
to manually review all LinkedlIn job titles that occurred at least 100 times. During this process, they were
instructed to group job titles that represent the same role together. For example, ”Amazon Software
Engineer” and "Microsoft Software Engineer” were consolidated as ’Software Engineer”, and “Founding
member” was revised to “Founder”.

In each country-title cell, we calculate the number of years it takes for a median worker to reach
that job title for the first time since their job market entry year. To do this, we first estimate each worker’s
job market entry year using their first job’s start year. Then, for each worker, we calculate the number of
years between the earliest start year of each job title they have achieved throughout their career and their
job market entry year. Next, for each unique job title, we aggregate all individuals at the country level and
calculate the seniority of that job title as the median difference between the earliest start year and the job
market entry year.

Our raw seniority calculation may be left-biased, especially for senior roles, since many workers
from younger cohorts have not yet achieved those roles, and those workers who have reached senior roles
may not be representative. To address this issue, we adjusted our raw seniority measure by recalculating
the seniority for advanced titles using only cohorts that have had enough time to achieve these roles. For
roles with a seniority level between 7 and 12, we recalculated their seniorities using only the pre-2008
cohort. For roles with a seniority level of 13 or higher, we only used the pre-2000 cohort.

We manually reviewed all titles that occurred with a frequency above 1000 to ensure that our
measure can accurately reflect the hierarchy level of those roles. For example, in our sample, we found
that senior managerial titles such as “chief executive officer,” “chief finance officer,” and “senior partner”
have an average seniority level of 15, while entry-level positions such as “junior consultant,” “research
associate,” and “software engineer” have a seniority level of one.

We match this measure to our Glassdoor data using cleaned job titles. The matching rate is 86%
in our analytical sample. The correlation between our main and alternative seniority measures is around
0.6, suggesting that the two measures capture consistent variation in seniority. The mean value of this
alternative seniority measure is 3.9 in our sample. Figure DA 1.2 plots the mean seniority level over time
using the alternative measure. Consistent with the temporal trend observed under the main measure in
Figure DA 1.1, there is no significant jump or drop in average seniority around the introduction of
ChatGPT.
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Figure DA 1.2 Alternative Seniority Measure Over Time
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Amornsiripanitch, Natee, Paul A. Gompers, George Hu, Will Levinson, Vladimir Mukharlyamov. 2022.
“Failing Just Fine: Assessing Careers of Venture Capital Backed Entreprencurs Via a Non Wage
Measure.” (NBER Working Paper No. 30179). Cambridge, MA: National Bureau of Economic
Research
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Data Appendix 2. Glassdoor Employee Review Data

To capture employees’ perceptions of workplace experience, we use large-scale anonymous employee
reviews from Glassdoor (www.glassdoor.com). Workplace experience is difficult to observe. Measures
based on management’s self-descriptions (e.g., company websites or annual reports) can be strategic, as
organizations have strong incentives to portray their management and culture in a favorable light. By
contrast, employees possess granular information about their organizations and, when given a safe
channel, are generally willing to provide candid evaluations because of the public-good benefits of
sharing information with other workers (Green et al., 2019).
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& 9 2 Work/Life balance b 2 & 4
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Diversity & inclusion * %k K
Recommend CEO approval Business Outlook F ! Outlook
* kK
Pros Pros
; . Grea ok kk ave a lot of freedom to
Great pay. If you get Software Engineer based title you have a lot of freedom to Y * K QLR VD et )
oV

move around.

Cons

> will get whacked for no reasons. RTO

Deadpool atmosphere. Never know who will get whacked for no reasons. RTO
: ors were in a remote office.
kind of a waste of time since many collaborators were in a remote office

felpful

Glassdoor is a career-intelligence website that primarily serves as a job search platform and
attracts a diverse audience of current and prospective employees. As of 2020, it is the largest employee-
review site in the world, with over 24 million unique reviews in the United States alone. Users are
encouraged to review their current or former employers. When posting a review, employees first provide
an overall rating of their employer on a five-point scale, where one is the lowest and five is the highest.
They then report whether they are current or former employees, their employment status (e.g., full-time),
and, for former employees, the last year they worked for the organization. Additional information, such as
tenure, location, and job title, is optional but commonly provided. Reviewers are also invited to write
free-text comments on the pros and cons of their jobs and to offer suggestions for management.
Furthermore, they rate their employer on six dimensions using the same five-point scale: Career
Opportunities, Compensation & Benefits, Culture & Values, Diversity & Inclusion, Senior Management,
and Work-Life Balance, among which Diversity & Inclusion and Culture & Values were introduced only
in 2023 and 2012, respectively, while the other dimensions have been available since 2008. In addition to
these dimensional ratings, reviewers respond to three binary questions: whether they approve of the CEO,
whether they would recommend the company to a friend, and whether they hold a positive business
outlook for the company. These three items capture forward-looking sentiment and personal endorsement
that the dimensional ratings alone may not fully reflect.

An important strength of Glassdoor is its emphasis on anonymity, which reduces concerns that
employees might inflate ratings to avoid retaliation. The platform explicitly states that reviewers’
identities are kept confidential and are not shared with employers, positioning Glassdoor as a “safe space’
for employees to report workplace experiences. To limit company self-promotion and fraudulent content,
Glassdoor requires users to verify their identities via an active email address or a valid social networking
account and employs a two-step moderation process that combines algorithmic fraud detection with
human review.

A key concern with anonymous online reviews is sample selection: the employees who choose to
post reviews may be non-random. To address this concern, we reproduce two validation tests following
Keum, Wang and Bhatia (2026). First, we assess the occupational composition of Glassdoor reviewers
using data from the Equal Employment Opportunity-1 (EEO-1), a large administrative dataset covering
all U.S. private-sector firms with more than 100 employees. The EEO-1 data report each firm’s

b
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occupational distribution, which we compare to the occupational distribution of its Glassdoor reviewers.
We manually match reviewers’ self-reported job titles to standardized O*NET titles and then follow the
EEO’s classification guide to group these titles into four broad categories: professionals, back-office
workers, blue-collar workers, and service workers. In Figure DA 2.1, the x-axis shows each organization’s
occupational composition based on the 2015 EEO-1 data, and the y-axis shows the composition of its
Glassdoor reviewers from 2008-2022. The close alignment between these two distributions suggests that
Glassdoor reviewers are broadly representative of the underlying occupational mix at the firm level.

Second, we cross-validate Glassdoor ratings with the Federal Employee Viewpoint Survey
(FEVS), an annual survey administered to all U.S. federal employees. Relative to Glassdoor, FEVS
provides a much larger sample per organization — typically more than 10,000 responses per agency — and
is less susceptible to selection concerns because it is sent to all employees and achieves a response rate of
nearly 50 percent. We match federal agencies that appear in both datasets, resulting in 87 agencies and
726 agency-year observations. Three workplace dimensions are measured in both FEVS and Glassdoor —
culture and values, management quality, and work-life balance — and the corresponding ratings exhibit
modest correlations across the two sources. This convergence provides additional evidence for the
validity of Glassdoor-based measures of workplace experience.

Figure DA 2.1: Validating Glassdoor Data: Comparing Occupational Composition of Glassdoor
Reviewers to EEO-1 Data
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Figure DA 2.2 Validating Glassdoor Data: Comparing Glassdoor Ratings to Federal Employee
Survey Ratings
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Data Appendix 3: Measuring and Classifying
Al, Outsourcing, and Automation References in Employee Reviews

As outlined earlier in Section 3.3, we rely on a keyword-based method, developed using both manual and
algorithmic techniques, to detect references to Al in employee reviews. Specifically, we first manually
review a random sample of 1,000 employee reviews from the pros and cons fields respectively to identify
commonly used Al-related terms. We then use GPT-5.5 to systematically expand this initial set by
generating semantically related terms that may not have appeared in our sample.

To ensure our keyword list captures the full range of Al-related language as it is actually used by
employees, we train a Word2 Vec skip-gram model (Mikolov et al., 2013) directly on our corpus of
approximately 30 million Glassdoor reviews. Word2Vec learns vector representations of words such that
terms appearing in similar contexts within the review text are positioned close together in the embedding
space. Using our initial list of keywords as seed words, we apply the trained model for the nearest
neighbors in this embedding space to detect words that employees use in similar contexts to our initial list
of Al terms but that we might initially have overlooked. We further supplement the list by incorporating
established Al keyword taxonomies from prior literature to construct our expanded dictionary. We
manually review all algorithmically suggested candidates for relevance before inclusion, removing those
terms that may carry ambiguous meaning in our context. In this section, we present the full dictionary for
each technology category. Table DA 3.1 includes both the core and the expanded keyword lists used to
construct Al Reference. There are in total 34 keywords in the core dictionary and 161 keywords in the
expanded dictionary. However, it is worth mentioning that our core dictionary already captures most of
the cases in the context of employee reviews. While the expanded dictionary is much longer, it contains
many technical keywords that are Al-related but not commonly used in employee reviews.

Table DA 3.2 shows the dictionaries for Outsourcing Reference and Automation Reference,
respectively. We followed the same steps in constructing outsourcing-related keywords. For automation
keywords, we adopted the keywords developed by Keum (2026).

Among Al-related sentences, we perform sentiment analysis using the fine-tuned RoBERTa
classifier described in Section 3.7, scoring each sentence individually before averaging to the review
level. We then apply zero-shot NLI classification using BART-large-MNLI as described in Section 3.8 to
classify each sentence by regulatory focus and workplace topic. This method pairs each sentence with a
hypothesis constructed from each candidate label (e.g., "This text is about career and employment
concerns.") and uses the model's entailment score to measure how well the sentence supports that label.
The model is trained using 433,000 human-annotated sentence pairs to examine logical relationships
between texts (Williams et al., 2018), and this ability generalizes to new domains without any task-
specific training data (Yin et al., 2019). In Tables DA 3.3 and 3.4, we provide examples for each of the 12
topics and two regulatory focus categories.

Table DA 3.1: Al Keyword Dictionary

icti X icti

Core Al Dictionar Expanded Al Dictionar

"artificial intelligence", "a.i.", " ai ", "genai", "action recognition", "activity recognition",
"machine intelligence", "intelligent system", "adaboost", "adaptive boosting", "adversarial
"large language model", " llm ", " llms ", network", "ambient intelligence", "ant colony",
"foundation model", "gpt", "claude", "gemini", "association rule", "autoencoder", "autonomic
"copilot", "prompt engineering", "prompting", computing", "autonomous vehicle", "autonomous
"machine learning", " ml ", "deep learning", weapon", "backpropagation", "Bayesian learning",
"neural network", "nlp", "natural language "bayesian network", "bee colony", "blind signal
processing”, "computer vision", "predictive separation”, "bootstrap aggregation", "brain
model", "algorithmic model", "algorithm", computer interface", "brownboost", "classification
"training data", "model training", "fine tuning", tree", "cluster analysis", "cognitive computing",
"fine-tuning", "recommendation engine", "cognitive insight system", "cognitive modelling",
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"recommendation system",

automation",

nn

nn

intelligent
cognitive automation"

nn

"collaborative filtering", "collision avoidance",

"community detection", "computational
intelligence", "computational pathology", "cyber
physical system", "data mining", "decision tree",
"deep belief network", "dictionary learning",
"dimensionality reduction", "dynamic time

nn

warping", "emotion recognition", "ensemble
learning", "evolutionary algorithm", "multi-
objective evolutionary algorithm", "evolutionary

computation", "face recognition", "facial
expression recognition", "factorisation machine",
"feature engineering", "feature extraction",
"feature learning", "feature selection”, "firefly
algorithm", "Takagi-Sugeno fuzzy system",
"gaussian mixture model", "gaussian process",

"genetic algorithm", "genetic programming",

"gesture recognition", "gradient boosting",

"gradient tree boosting", "graphical model",

"gravitational search algorithm", "hebbian
learning", "hierarchical clustering”, "high-
dimensional data", "high-dimensional feature",
"high-dimensional input", "high-dimensional
model", "high-dimensional space", "high-
d1rnens10nal system", "image classification",

"image processing", "image recognition", "i
retrieval”, "image segmentation", "
component analysis", "inductive monitoring",

"instance-based learning", "intelligence
augmentation", "intelligent agent", "intelligent
software agent", "intelligent classifier",

"intelligent geometric computing", ”1ntelhgent
infrastructure”, "Kernel learning", "K-means",
"latent dirichlet allocation", "latent semantic
analysis", "latent variable", "layered control
system", "learning automata", "link prediction",
"logitboost", "long short term memory", "lstm",
"Ipboost", "machine translation", "machine
vision", "madaboost", "MapReduce",
"Markovian", "hidden Markov model", "memetic
algorlthm" "meta learning", "motion planning",

"multi task learning", "multi-agent system",

"multi-label classification", "multi-layer
perceptron”, "multinomial naive Bayes", "multi-
objective optimisation", "naive Bayes classifier",

"natural gradient", "natural language generation",

"natural language understandlng" "nearest
neighbour algorithm", "neural turing",

"neuromorphic computing", "non negative matrix
factorisation", "object detection", "object
recognition”, "obstacle avoidance", "pedestrian
detection", "policy gradient methods", "Q-

1mage
independent
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nn

learning", "random field", "random forest",
"rankboost", "regression tree", "reinforcement

nn

learning", "relational learning", "statistical
relational learning", "rule-based learning", "self-
organising map", "self-organising structure",
"semantic web", "semi-supervised learning",
"sensor fusion", "sensor data fusion", "multi-

nn

sensor fusion", "sentiment analysis", "similarity
learning", "simultaneous localisation mapping",
"single-linkage clustering", "sparse
representation", "spectral clustering", "speech
recognition", "stacked generalisation", "stochastic

b

gradient", "supervised learning", "support vector

2
nn nn

regression", "swarm intelligence", "swarm
optimisation", "particle swarm optimisation",
"temporal difference learning", "text mining",
"topic model", "totalboost", "trajectory planning",
"trajectory tracking", "transfer learning",
"unmanned aerial vehicle", "unsupervised
learning", "variational inference", "vector
machine", "support vector machine", "virtual
assistant", "visual servoing", "xgboost"

Table DA 3.2: Outsourcing and Automation Keyword Dictionaries

Qutsourcing Dictionary

Automation Dictionary

nn

"outsource
"subcontract" "vendor" "third-party" "thi
"external provider" "service provider"

"contractor" "contract out" "

"o

offshore" "nearshore" "onshore"

rd party"

contracted out" "india

team" "team in india" "india office" "philippines

nn

team" "team in philippines
"overseas team" "

philippines
overseas office" "

office"

global

delivery" "delivery center" "delivery centres"
"low-cost location" "low cost location" "lower-

nn nn

cost labor

"o

cheap labor overseas

work sent

overseas" "jobs moved overseas" "shifted

overseas" "
tO il’ldla" n nn

sent to philippines

moved offshore" "sent offshore" "sent
contract labor"

"temporary labor" "temps" "contingent workers"

"contingent workforce" "gig workers"

"freelancers" "freelance workers" "external labor"

"cheaper overseas labor" "labor arbitrage
arbitrage" "cost arbitrage"

nn

wage

"algorithm" "android" "anthropomorphic"
"appliance" "autocalibration" "autoguide"
"automate" "automatic" "automating"

"automation" "automotive" "autonomous"

"avionics" "bots" "calibrations" "chatbot" "cloud-
based" "components" "computer" "computing"
"connectivity" "console" "control" "cybernetic"
"cyborg" "device" "digital" "digitization" "droid"
"drone" "electro-mechanical" "electromechanical”
"engine" "equipment" "forklifts" "gadgets" "gear"
"hardware" "humanoid" "imaging"
"instrumentation" "interoperability" "iot"
"kinematic" "machine" "machining"
"mechanization" "mobility" "modular"
"motorized" "platform" "processor"
"programmability" "programmable"
"programmed" "reinforcement” "remote" "robo"
"routing" "rover" "sensor" "simulator" "software"
"subassemblies" "subcomponents" "submachine"
"systems" "technician" "teleoperated" "tooling"
"toolpath" "transformer" "uav" "unmanned"
"vehicle" "virtualization" "web-based" "web

nn

nn

based" "wireless" "workflow"
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Table DA 3.3: Examples of AI-Related Review Sentences by Regulatory Focus

Regulatory Focus Label

Example Pro Sentences

Example Con Sentences

Prevention focus, safety,
security, and avoiding losses

“Innovative company that
removes barriers to care for
patients. K works hard to keep
the clinical care that patients
receive at the highest level. K
values Doctors and Nurse
Practitioners highly. There is an
opportunity to make a great
salary while delivering high
quality care to patients, at a low
cost, from the comfort of your
home. Al is utilized to diminish
the work load on those
delivering care.”

“not everyone have the same
support and suggestion, maybe
because it's algorithm”

“...you won't get any support
from the company to do so. Al
simply doesn't invest in its
employees or new ideas, at least
the part of the company [ was in.
Some parts of the company have
greater independence than
others, so it is entirely possible
this is not universally true.

13

Promotion-focus.
growth, achievement, and
pursuing gains

“Ideas are welcomed and
appreciated Can get hands-on
experience on AWS, Azure,
Open Al technologies”

“Team was at very nascent stage
but with amazing people who
were using ML to drive the
business objective related to
their tools.”

“Recent layoff due to falling
behind on the targeted revenue
goals. However the Data Center
Al business is taking off &
should hopefully compensate for
that.”

“The fast-paced environment of
healthcare can be difficult to
navigate, but it also offers
significant opportunities for
growth, particularly with
ApolloMD's integration of Al
and other advanced
technologies.”

Table DA 3.4: Examples of AI-Related Review Sentences by Topic

Topic Label Example Pro Sentences Example Con Sentences
Career and employment “With all the work around Al, “Too much Al-focused, no job
concerns very interesting job roles and security, getting more

career path. Immense value
addition to career”

“Jobs available, flexible, and
easy to use ai.”

competitive, no dramatic
innovation, and hard to go up”

“Blind pursuit of Al and
continued layoffs”

Productivity and work efficiency

“Robust and scalable IT systems
ensure seamless performance
across global
operations.\Leverages Al,
automation, and cloud solutions
to enhance efficiency and

“Strict (and very unpopular)
return to office of three days a
week, even for people who don't
work with anyone else at their
location. Apparently they're
going to try to jam even more
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productivity.\Knowledgeable
and responsive IT professionals
providing outstanding technical
assistance.”

“The Al charting allows you to

focus on your patients and have
an efficient workflow. Support

staff is phenomenal.”

people in offices, so we won't
even have a cubicle of our own
in the future. Pushing for
adoption of gen Al tools rather
than investing more in the less
buzzy but more critical devops
infrastructure that we actual
need in order to be productive.
And there have been layoffs
recently.”

Skill development and training

“Hands on training in the field of
predictive modeling, data
science, and analytics”

“The Al Robotics industry is
ever-evolving, offering
continuous learning and
professional growth
opportunities. Staying at the
cutting edge requires ongoing
education and adaptation, which
can be highly rewarding for
those who thrive in a fast-paced
and intellectually challenging
environment.

13

“You get thrown in fast. There's
training but high expectation to
pick things up quickly \\Some of
the machine learning model
building can feel monotonous at
times”

“Not much. I would suggest to
provide more training to keep
staff updated on AI”

Compensation and benefits

“Pay is above market, interesting
problems in Al and robotics,
great benefits, many chances to
move up and take ownership.
I’ve been promoted thrice in 3
years.”

“-Good pay for expert Al
Trainers-Flexible hours”

“Health benefits, terrible price
due to USSA owning
AI/AIGS\\401k not matched”

“Low pay and low yearly
increase\Benefits are being
reduced\No value placed on
experience or skill\Pushing AI”’

Management and leadership

“Great CEO and Leader of GPT,
willing to go above and beyond
to support the shareowners.”

“Capable consultants and
leadership\Small enough to get
to know and interact with
leaders\Growing Al
practice\Strong program
management and delivery
capabilities”

“Executive/Team leadership do
not know the AI/ML real world
landscape and are deeply out of
touch with the teams they 'lead"

“Leadership lacks vision and
strategy, and they blame it on the
engineers that they don't come
up with innovative
solutions.\They continuously
push for usage of Al to the point
they've become delusional about
it. They don't seem to understand
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file://///Some

there are still limitations to the

technoloy. Eg. An ask is to write
code once across every possible
surface or OS - watches, tablets,

phones, web.”
Company culture and work “Great work culture, very “Toxic culture\EDB has lost it's
environment talented individuals with way trying to be an Al

skillsets in machine learning,
robotics, VR, app development,
computer vision, and more.
Exposure to government and
medical technology projects.”

“Culture culture culture -
Product led company - Our
leaders are dedicated, smart, and
are all aligned to reach our
common goal of bringing world
class Al technology to the
market”

company\New products are not
what the customers want\High
turnover in organization
especially in sales”

Technology and innovation

“great opportunities for robotics,
computer vision, machine
learning, mechatronics
engineering. The team is
working on great products that
have a real impact on the world.
This is a growing team with lots
of opportunities for contributing
and working on juicy, exciting
projects.”

“*Exciting technology:
blockchain, artificial
intelligence, and machine
learning.”

“Al is only at its beginning
phases of becoming the
dominant technologies. It will be
several years from now for the
company to become too big to
fail. Join if you want a fun
adventure, yet for stabilities.”

“Every action taken at Zelis is
geared toward increasing
immediate valuation. If you're
opportunistic, you can take
advantage of this but otherwise
it leads to priority & leadership
whiplash. In terms of technology
they have two types of
initiatives: maintaining very old
systems or investing in
buzzword-IT like blockchain and
AlL”

Ethics and corporate
responsibility

“A culture of being curious,
respecting each other, being
proactively transparent,
relentlessly solving problems,
and winning together. Delivering
frontier Al for real value:
combating Human, Wildlife,
Weapons and Drug trafficking

“It is a sustainability company
but lacks knowledge about
harmful effects of Al and other
practices\Not very inclusive
generally. ”
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provides real meaning to the
mission of the company.”

Business strategy and company
performance

“Strong mission, very strong
business performance with great
growth over past few years,
leveraging Al to accelerate
vision.”

“Company performance-wise,
Ironclad's business metrics are
solid, and there is a lot of great
Al and Product momentum.”

“The company is all about
driving the stock price (at the
moment, thus just Al).”

“Strategy of the company could
be improved, not releasing
chatbot earlier was a big
mistake.”

Organizational structure and
processes

“Extremely organized, well
thought out processes, and
constantly innovating and
improving patient care, market
global leader, impressive data
and thoroughly studied, Al
integrated solutions, well
respected in the industry,
GREAT training program and
the list goes on.”

“Bureaucratic micro managers,
Changing goals, Al forced push,
New process changes every
week”

Personal wellbeing and work-
life balance

“The core purpose of creating
great lives for great people
resonates in every aspect of
Seamless.Al. The platform has
not only made my work more
efficient but has also contributed
to a positive change in how I
approach professional
relationships. A fantastic tool!”

“Fighting against algorithms,
unrealistic expectations, and
minimal hours.”

Interpersonal dynamics and
workplace relations

“Incredible sense of
collegiality\- Dedicated
teammates\- Excellent remote-
first operations\- Insanely
talented machine learning,
engineering, and data science
team\- Strong mission”

“Colleagues are smart and are
supportive of each other; The
whole firm embraces Al and the
latest trends in technology;
Relationship between
departments, and between
attorneys and staff are positive”

“People are not robots and
should be hired to do a job, not
get told what r do everyday by
an Al system that has no idea
how real people interact.”

Keum, D. (2026). Minimum wage and heterogeneity in firm automation adoption: Text-based
evidence from investment disclosures (Columbia Business School Research Paper No. 5277338).

SSRN.

60




Data Appendix 4. Proxies for Occupational Exposure to Al

In this section, we describe each occupational exposure measure in greater detail.

Occupational Exposure
Measure

Handa et al. (2025) —
Anthropic Economic Index

Tomlinson et al. (2025)

Felten et al. (2021) —
AIOE

Webb (2020)

Eisfeldt et al. (2023)

Eloundou et al. (2024)

Description

Using a privacy-preserving framework (Clio), Handa and his
colleagues classify each of millions of Claude.ai conversations into
one of 20,000 O*NET task descriptions and then aggregate the
task-level counts up to occupations. This yields an occupation-
level measure on actual Al usage rather than predicted exposure.

Based on real-world actual usage of Al. They take anonymized
conversations from Microsoft Copilot and use GPT-40 to map each
conversation to O*NET work activities. They classify each
conversation for both the user’s goal and for the AI’s action and
measure how frequently and successfully each work activity can
be assisted or performed by Al. They aggregate the conversation-
level measures to construct the Al applicability score at the
occupation level.

The AIOE links ten specific Al applications, identified based on
the Electronic Frontier Foundation (EFF) Al Progress
Measurement project’s categorization definition, to the
occupational abilities in the O*NET database. They use
crowdsourced ratings from Amazon Mechanical Turk to measure
the relatedness score between each Al application and each
O*NET ability, then aggregate the ability-level exposure scores to
the occupation level.

Webb extracts verb-noun pairs respectively from Al patent titles
and O*NET task descriptions. For each occupation, he calculates
the overlap between the verb-noun pairs in its descriptions and
those appearing in Al patents, then weights the measure by each
task’s importance to the occupation.

Using a large language model, they assess whether each O*NET
task can be performed more effectively using ChatGPT based on
task descriptions and the capabilities of generative Al models.
Aggregating the binary task-level measures to the occupation
level, they construct an average share of tasks exposed to
generative Al for each occupation, producing scores for total
exposure, core task exposure, and supplemental task exposure.

They classify each O*NET task based on whether access to an
LLM or LLM-powered software could reduce completion time by
at least 50% and construct occupation-level scores using both
human and GPT-4 annotations.
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Data Appendix S. Occupational Characteristics

We measure three occupational characteristics that are likely correlated with reviewers’ Al mentions by
mapping job titles to standard occupational codes: problem solving, decision-making frequency, and
social orientation. As aforementioned, Glassdoor reviewers report their job titles when submitting
reviews, and most do so: in our sample, about 90% of reviews include a valid job title. We rank all
reported job titles by frequency and standardize the top 10,000 titles by mapping each raw Glassdoor title
to a six-digit Standard Occupational Classification (SOC) code, following the manual-and-algorithmic
matching procedure described in Wang and Zhang (2026). Of these 10,000 high-frequency titles, we
successfully match 9,278 to a six-digit SOC code, which together account for roughly 67% of all reviews
in our sample.

After assigning SOC codes, we merge in the three occupational characteristics from ONET.
Because the ONET measures are defined at the more granular eight-digit occupation level, we first
aggregate them to the six-digit SOC level by averaging across eight-digit occupations within each six-
digit SOC, and then merge them with our analytical sample. Problem solving measures the extent to
which a job involves identifying complex problems, reviewing relevant information, and developing and
implementing solutions. Decision-making frequency captures how often workers make decisions that
affect other people, financial resources, or the organization’s image and reputation. Social orientation
measures the extent to which a job requires workers to work with and maintain personal connections with
others.

In Figure DA.5.1, we plot each occupational characteristic over time. All three variables exhibit a
largely stable pattern, which indicates that the occupational composition of Glassdoor reviewers has not
shifted dramatically over time.

Figure DA.5.1 Temporal Trends in Occupational Characteristics
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Data Appendix 6. Proxies for Cognitive Capabilities

As briefly mentioned in Section 4.6, we proxy for employee reviewers’ cognitive capacity using two
measures: one at the occupation level, and the other at the review level. We acknowledge that both
proxies are comparatively crude. Studies with more controlled settings have obtained sharper measures of
cognitive ability, including pre-experiment writing task scores (Noy and Zhang 2023; N = 453), baseline
consulting performance evaluations (Dell’ Acqua et al. 2023; N = 758), prior performance metrics and
experience levels in customer service (Brynjolfsson et al. 2025; N = 5,172), and programmer skill levels
based on task completion rates (Cui et al. 2025; N = 4,867). These measures are more precise but are
feasible only in single-firm or experimental settings with restricted, relatively homogeneous samples.

Our proxies, by contrast, are well-suited to the scale and heterogeneity of our setting, covering 12 million
reviews and 772,050 U.S. firms. Flesch-Kincaid Grade Level has been used as a cognitive capacity proxy
in prior organizational research (Gartenberg et al. 2026), and O*NET Job Zones are a standard
occupational-level measure of cognitive demand widely used in the automation literature (Acemoglu and
Restrepo 2018, Felten et al. 2023, Eloundou et al. 2024). Any mismeasurement would most likely
attenuate our estimates toward zero, making our findings conservative rather than inflated.

At the occupation (SOC 6-digit code) level, we measure the level of preparation needed (i.e., education
and training) using the Job Zone variable from O*NET. O*NET classifies occupations into five job
zones, where Job Zone 1 requires little preparation, and Job Zone 5 requires extensive preparation. Higher
job zones include occupations that usually demand greater abstract reasoning, complex problem-solving,
and independent judgment, which makes the variable a meaningful proxy for the cognitive demands in a
given occupation.

At the more granular level, we measure the linguistic complexity of each review, using the
Flesch-Kincaid Grade Level (Kincaid et al., 1975). Specifically, the Flesch-Kincaid Grade (FK-Grade)
estimates the U.S. school grade needed to understand a piece of text. Its formula relies on two ratios,
average sentence length and average syllable count per word, such that longer sentences and more
polysyllabic words yield higher scores. For example, a score of 8 suggests readability at the eighth-grade
level.

One complication with applying this measure to employee review texts is that individual review
fields (pros, cons, and summary) tend to be fairly short (e.g. one single review is often just a sentence or
two). At such lengths, the addition or removal of a single sentence boundary can swing the score by
several grade levels rendering the measure less reliable. To mitigate this, we concatenate all three fields
into a single block of text per review before computing the score. We insert sentence-ending punctuation
between fields so that the formula's sentence-counting step correctly treats each field as a distinct segment
rather than running them together into one long sentence. We compute scores using the Python textstat
library, which handles syllable counting and sentence detection. In our sample, the median grade level is
7.8 (mean = 8.1, s.d. = 3.9), consistent with the informal tone typical of online employee reviews and
broadly comparable to everyday newspaper writing.

As shown in Figure DA.6.1, the two proxies are correlated at 0.12. Also, we find that the FK-
Grade is moderately correlated with the importance of problem-solving skills in the reviewer's job at 0.13
and with the reviewer's seniority at 0.11, which supports its face validity. In Figure DA 6.2, we plot the
temporal trend of FK-Grade and Job Zone, respectively. For FK-Grade, while the trend is downward, the
decline is modest in economic terms. The mean FK-Grade falls from approximately 8.8 to 7.5 over nearly
two decades, remaining within the range of an 8th-grade reading level throughout. Job Zone has hovered
around 3—4 over time without significant changes. Together, these patterns suggest that the composition of
Glassdoor reviewers, in terms of cognitive demands of their jobs, has been relatively stable over the
sample period.
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Figure DA.6.1 Correlations Between Cognitive Capabilities Proxies and Reviewer Characteristics
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Figure DA.6.2 Temporal Trends in Cognitive Capabilities Proxies
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Kincaid, J. Peter, Robert P. Fishburne Jr., Richard L. Rogers, and Brad S. Chissom. 1975. Derivation of
New Readability Formulas: Automated Readability Index, Fog Count and Flesch Reading Ease
Formula for Navy Enlisted Personnel. Research Branch Report 8-75. Millington, TN: Naval
Technical Training, U.S. Naval Air Station.
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Data Appendix 7. Sample Correlation

In DA Table 7.1, we report pairwise correlations among our core variables. The correlations between Hierarchy, Intelligence, and occupational
characteristics are generally small to moderate, indicating that they capture distinct dimensions. For example, Hierarchy correlates modestly with
Intelligence (0.106), Decision-Making (0.071), and Social Interactions (—0.057), while its stronger associations with Occupation:
Education/Training (0.384) and Occupation: Problem Solving (0.446) reflect the natural link between seniority and job complexity. DA Table 7.2
reports pairwise correlations between Al Reference and various Al exposure measures. Al Reference is positively correlated with all validation
measures, suggesting its convergent validity.

Table DA 7.1 Sample Correlation (Main Variables)

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17

1. Al Reference -

2. Hierarchy 0.028 -

3. Alternative Seniority 0.029 0.564 -

4. Al Positive Reference 0.753 0.026 0.025 -

5. Al Negative Reference 0.709 0.015 0.017 0.069 -

6. Intelligence 0.026 0.106 0.127 0.021 0.017 -

7. Occupation: Education/Training ~ 0.021 0.384 0.345 0.020 0.011 0.114 -

8. Occupation: Decision-Making -0.022 0.071 0.035 -0.018 -0.014 0.005 -0.011 -

N

. Occupation: Social Interactions ~ -0.022 -0.057 -0.108 -0.017 -0.015 0.002 -0.089 0.465 -

10. Occupation: Problem Solving 0.020 0.446 0.445 0.019 0.011 0.128 0.771 0.055 -0.069 -

11. Al Negative Sentiment (Pros) -0.004 -0.089 -0.082 -0.055 0.065 -0.078 -0.105 0.028 0.030 -0.087 -

12. Al Positive Sentiment (Pros) -0.025 0.095 0.093 0.008 -0.051 0.121 0.071 0.033 0.033 0.065 -0.522 -

13. Al Negative Sentiment (Cons)  -0.122 -0.074 -0.058 -0.132 -0.042 0.123 -0.050 -0.003 0.001 -0.038 0.172 -0.107 -

14. Al Positive Sentiment (Cons) 0.140 0.104 0.081 0.162 0.036 -0.019 0.071 -0.008 0.002 0.065 -0.137 0.184 -0.632 -

15. Al Promotion Focus (Pros) 0.030 0.125 0.101 0.060 -0.038 0.117 0.073 0.066 0.039 0.070 -0.326 0.359 -0.205 0.132 -

16. Al Prevention Focus (Pros) 0.011 -0.033 -0.019 -0.012 0.041 -0.044 -0.035 0.037 0.028 -0.029 0.176 -0.158 0.059 -0.067 0.078 -

17. Al Promotion Focus (Cons) 0.100 0.074 0.068 0.117 0.031 0.006 0.041 -0.003 -0.003 0.046 -0.111 0.106 -0.478 0.461 0.200 -0.031 -
18. Al Prevention Focus (Cons) -0.017 -0.030 -0.027 -0.014 -0.010 0.027 -0.064 0.028 0.001 -0.060 0.086 -0.099 0.110 -0.081 -0.024 0.170 0.128
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Table DA.7.2 Sample Correlation (Validations)

1 2 3 4 5 6 7 8 9 10
1. Al Reference -
2. Firm Al Job Posting 0.066 -
3. Firm 10K Al Mention (thousands) 0.105 0.413 -
4. Eisfeldt et al. (2023): GenAl Exposure (Total)  0.012 0.132 0.071 -
5. Eisfeldt et al. (2023): GenAl Exposure (Core)  0.012 0.128 0.063 0.906 -
6. Tomlinson et al. (2025): Al Applicability Score 0.015 0.112 0.038 0.583 0.534 -
7. Eloundou et al. (2024): Human Rating Beta 0.018 0.150 0.082 0.806 0.755 0.698 -
8. Eloundou et al. (2024): DV Rating Beta 0.031 0.272 0.169 0.845 0.748 0.501 0.740 -
9. Webb (2020): Al Score 0.006 0.080 0.072 -0.086 -0.021 -0.121 -0.030 -0.013 -
10. Handa et al. (2025): Anthropic Al Exposure 0.017 0.160 0.099 0.583 0.420 0.636 0.684 0.584 0.034 -
11. Felten et al. (2021): AIOE 0.014 0.092 0.089 -0.022 0.100 -0.245 0.056 0.100 0.412 -0.179
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Appendix A. Measuring AI Adoption and Engagement: A Comparison of Data Sources and Approaches
The table below compares the principal data sources and methodological approaches used to study Al adoption and employee engagement across
seven dimensions: unit of analysis, sample size, ability to identify hierarchical position, within-firm variation, measurement of employee attitudes
and sentiment, measurement of actual employee engagement, and key strengths and limitations. Existing approaches fall into five broad
categories: firm-level executive surveys, which provide direct adoption measures but rely on a single managerial respondent and cannot capture
employee-level heterogeneity; nationally representative business surveys, which offer strong external validity but no within-firm or attitudinal
variation; job postings and hiring-based measures, which track labor demand for Al skills but not realized adoption or employee experience;
occupation-level exposure measures, which are systematic and scalable but assign identical scores to all workers within an occupation regardless
of their organizational position; and experimental or platform-based studies, which provide precise behavioral measures but are limited in
organizational scope and hierarchical variation. Our Glassdoor-based approach is the only source that simultaneously provides employee-level
hierarchical identification, within-firm variation across organizational levels, and large-scale measures of naturally occurring Al engagement and
sentiment - at the cost of relying on voluntary reviews and text-based proxies rather than direct behavioral or administrative measures.

Measures

Data Source / Approach

Unit of
Analysis

Sample Size

Hierarchy
Identification V

Within-Firm
tion

Employee
Attitudes

Employee
Engagement

Main Strengths

Main Limitations

Our Glassdoor-based approach Employee 12M+ reviews Yes; inferred from  Yes Yes Yes Large-scale employee-level data; multiple  Voluntary-review selection; noisy text-
reviews (‘08—26); 4AM+  job titles and career employees per firm; captures naturally based measures; correlational design
reviews (‘21-°26)  histories occurring engagement, sentiment,
motivational orientation, and workplace
Firm-level executive surveys Firm ~6,000 firms No No No No; managerial Direct measures of firm-level adoption, One or few respondents per firm; heavily
(e.g., Yotzov et al. 2026) reports of adoption investment, and managerial expectations ~ managerial perspective; limited employee-
Census BTOS Al Supplement Firm / business ~117,000 firms Limited; broad No employee- No No; firm-reported Nationally representative; broad industry ~ No employee-level sentiment or
(e.g., Bonney et al. 2026) establishment occupational level variation Al use coverage; strong external validity hierarchical detail; limited within-firm
categories only analysis
Job postings / hiring-based Firm-job Millions No Limited No Al-related hiring ~ Large-scale, longitudinal, objective labor-  Captures hiring intentions rather than
measures (e.g., Babina et al. 2024, posting demand rather demand measures realized adoption or employee experiences
Hosseini and Lichtinger 2026) than realized use
Occupation-level exposure Occupation / National No No No No Systematic, theoretically grounded Assigns identical exposure to all workers
measures task occupational exposure measures; highly scalable within an occupation; cannot observe
coverage adoption, engagement, or attitudes
Experimental / single-firm studies  Individual Hundreds to Limited; sometimes Limited Sometimes  Direct task-level ~ Strong causal identification; precise Small samples; limited external validity;
(e.g., Noy & Zhang 2023) worker / task  thousands inferred from Al use productivity measurement; direct cognitive restricted organizational and hierarchical
tenure or experience ability measures variation
Prompt / platform usage data User prompts /  Hundreds to No Limited No Direct observed Observes realized Al usage behavior at Limited organizational context; no

(e.g., Handa et al. 2025,
Tomlinson et al. 2025)

occupations

thousands

Al interactions

scale

employee-level hierarchical measures;
limited attitudes or sentiment
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Appendix B. Six Occupational-Level Measure of AI Exposure

Here, we expand Table 3 and present the association between A/ Reference and six established
occupation-level Al exposure measures: the Anthropic Economic Index (Handa et al. 2025) in Panel A,
Felten et al. (2021) in Panel B, Webb (2020) in Panel C, the total and core measures from Eisfeldt et al.
(2023) in Panels D and E, Tomlinson et al. (2025) in Panel F, and the human and GPT-4 exposure
measures from Eloundou et al. (2024) in Panels G and H. We find a consistent pattern across all measures.
Occupation-level exposure is positively and significantly associated with A/ Reference, although its
significance weakens with the inclusion of firm fixed effects. In contrast, Hierarchy and, in some
specifications, Hierarchy x Exposure remain robust predictors even with firm, firm x year, firm X year +
occupation, and firm X year x occupation fixed effects.

Notes. Standard errors clustered at firm and occupational levels and reported in brackets. *p < 0.10, **p <
0.05, ***p <0.01.
Appendix Table B. Occupational AI Exposure Measures

Al Reference
@ (@) (€) “ (©) (6) )
Panel A: Anthropic (2026) Exposure
Exposure 11.585%#% ]1.255%%* 2.702
[4.088] [2.969] [1.800]
Hierarchy 3.109%** ] 641%*% D 128%** 2 GI2%**  ].552%%* [ 592%*
[0.431] [0.312] [0.404] [0.687] [0.440] [0.664]
Hierarchy x Exposure 2.498 4.004
[1.784] [2.566]
Adj. R2 0.00 0.00 0.03 0.04 0.05 0.04 0.05
Obs. 1,032,088 1,032,088 911,208 885,110 570,626 885,110 570,626
Panel B: Felton (2023) Exposure
Exposure 1.074%** 0.201 0.242
[0.341] [0.236]  [0.157]
Hierarchy 1.256%**  0.526%** (0.517*** 0.499***  _1.108* -0.822
[0.185]  [0.111]  [0.091]  [0.121] [0.650] [0.834]
Hierarchy x Exposure 0.464** 0.381
[0.199] [0.254]
Adj. R2 0.00 0.00 0.04 0.07 0.08 0.07 0.08
Obs. 3,058,230 3,058,230 2,845,435 2,591,363 1,752,620 2,591,363 1,752,620
Panel C: Webb (2020) Exposure
Exposure 1.151 -0.041 -0.337
[0.735] [0.619]  [0.455]
Hierarchy 1.293*** 0.567**%* (0.517*** 0.499***  (.305%* 0.101
[0.198]  [0.125] [0.091]  [0.121] [0.125] [0.191]
Hierarchy x Exposure 0.519 1.007*
[0.358] [0.536]
Adj. R2 0.00 0.00 0.04 0.07 0.08 0.07 0.08
Obs. 3,058,230 3,058,230 2,845,435 2,591,363 1,752,620 2,591,363 1,752,620
Year FE yes yes yes - - - -
Firm FE no no yes - - - -
Occupation FE no no no yes - yes -
FirmxYear FE no no no yes - yes -
FirmxYearxOccupation FE no no no no yes no yes

70



Al Reference

@ (@) (€) “ (©) (O] )
Panel D: Eisenfeldt (2023) Exposure (Total)
Exposure 3.677%**  3.106%** 0.528*
[0.862]  [0.639]  [0.302]
Hierarchy 1.255%%% (.563*** (.516%** (0.499%** 0.145 0.046
[0.183]  [0.119] [0.058]  [0.121] [0.141] [0.214]
Hierarchy x Exposure 0.929** 1.139%
[0.382] [0.628]
Adj. R2 0.00 0.00 0.04 0.07 0.08 0.07 0.08
Obs. 3,063,723 3,063,723 2,850,675 2,595,963 1,754,702 2,595,963 1,754,702
Panel E: Eisenfeldt (2023) Exposure (Core)
Exposure 4.556%**  3.661*** 0.515
[1.063] [0.792]  [0.429]
Hierarchy 1.246%%* 0.561%*** (.516%** (.499%** 0.225% 0.034
[0.180]  [0.119]  [0.058]  [0.121] [0.116] [0.165]
Hierarchy x Exposure 0.968%*  1.579**
[0.404] [0.660]
Adj. R2 0.00 0.00 0.04 0.07 0.08 0.07 0.08
Obs. 3,063,723 3,063,723 2,850,675 2,595,963 1,754,702 2,595,963 1,754,702
Panel F: Tomlinson (2025) Exposure
Exposure 12.866%** 14.373***  4.799%*
[4.598] [3.848]  [2.208]
Hierarchy 1.995%%% (.887*** (.986%** [.13]*** 0.299 0.126
[0.260]  [0.170]  [0.196]  [0.350] [0.312] [0.475]
Hierarchy x Exposure 3.000%* 4.228
[1.707] [2.707]
Adj. R2 0.00 0.00 0.03 0.05 0.06 0.05 0.06
Obs. 3,043,681 3,043,681 2,834,202 2,630,745 1,782,202 2,630,745 1,782,202
Panel G: Elondou (2025) Exposure (Human)
Exposure 7.651%**  5.886%** 1.275*
[1.690] [1.090]  [0.697]
Hierarchy 1.796%%% 0.827*** (.979%** ] [27%** 0.116 0.476
[0.264]  [0.165] [0.088]  [0.347] [0.409] [0.795]
Hierarchy x Exposure 1.790** 1.346
[0.800] [1.364]
Adj. R2 0.00 0.00 0.03 0.05 0.06 0.05 0.06
Obs. 3,106,397 3,106,397 2,895,286 2,688,819 1,813,723 2,688,819 1,813,723
Panel H: Elondou (2025) Exposure (GPT4)
Exposure 11.417%%%  9218*** 3 067***
[2.201] [2.212] [0.840]
Hierarchy 1.556%%* (.793*** (. 979%%* ] 127%** _] 156%** -2.136%**
[0.216] [0.161]  [0.088]  [0.347] [0.368] [0.621]
Hierarchy x Exposure 4.023%**  5.920%**
[0.859] [1.338]
Adj. R2 0.00 0.00 0.03 0.05 0.06 0.05 0.06
Obs. 3,106,397 3,106,397 2,895,286 2,688,819 1,813,723 2,688,819 1,813,723
Year FE yes yes yes - - - -
Firm FE no no yes - - - -
Occupation FE no no no yes - yes -
FirmxYear FE no no no yes - yes -
FirmxYearxOccupation FE no no no no yes no yes
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Appendix C. Hierarchy and Problem-Solving as Occupational Characteristics

Here, we expand the analysis in Table 4 and show that hierarchy, rather than other occupational
characteristics, specifically attenuates the association between Al Reference and problem-solving
intensity. The finding is consistent with classic characterizations of hierarchy as a mechanism for
exception handling, coordination, and decision-making (March and Simon 1958, Garicano 2000) and
reinforces our emphasis on senior employees’ authority over Al deployment.

Appendix Table C. Hierarchy and Problem-Solving in A/ Reference

) Al Reference
DV: All

(@) @) (€)) 4
Hierarchy 0.593%** 0.655%**
[0.138] [0.134]
Occupation: Problem Solving 0.026%** 0.004 0.032%** 0.009
[0.008]  [0.006] [0.008]  [0.007]
Occupation: Decision-Making -0.036%** -0.041%**
[0.007]  [0.007]
Occupation: Social Interactions -0.011 -0.011
[0.012]  [0.011]
Adj. R2 0.05 0.05 0.05 0.05
Obs. 4,107,383 4,107,383 4,107,383 4,107,383
FirmxYear FE yes yes yes yes

Notes. Standard errors clustered at firm and occupational levels and reported in brackets. *p < 0.10, **p <
0.05, ***p <0.01.
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Appendix D. Robustness to Subsamples and Alternative Explanations

We conduct a series of robustness checks. Panel A, Panel B, and Panel C reports the results for A7
Reference, Al Reference: Positive, and Al Reference: Negative, respectively. The subsamples are defined
as follows:

Robustness and Subsample
(1) Alternative, more granular measures of hierarchical position (DA 1.2)
(2) Expanded Al dictionary: 167 terms vs. 34 terms in baseline (DA 3)
(3) Exclude bottom hierarchical level
(4) Exclude bottom two hierarchical levels
(5) Exclude reviewers with less than 3 years of tenure
(6) Exclude reviews referencing automation
(7) Current employees only
(8) Former employees only
(9) Positive “Business Outlook” reviews only
(10) Neutral or negative “Business Outlook™ reviews only
(11) Positive “Recommend to a Friend” rating only
(12) Negative “Recommend to a Friend” rating only
(13) “Career Opportunities” rating above 3
(14) “Career Opportunities” rating below 3

One limitation is that some specifications do not converge when standard errors are double-clustered at
the firm and occupation levels; we therefore report standard errors clustered at the firm level throughout.
For all specifications that do converge, results are robust to double clustering.
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Appendix Table D. Robustness

Subsample: @ @ (€) “ (6] © ()] ® (€] 10 €3)) a2 a3 a4
Panel A. Al Reference
Hierarchy 0.273%%%  (0.612%*%*% (.803*** 1.204*** (.519%** (0.410*** (.662*** 0.455%** (0.689%** (.482*** (.688*** (.495%**  (.580%**  (.669%**
[0.030] [0.055] [0.082] [0.161] [0.067] [0.048] [0.071] [0.061] [0.079] [0.062] [0.073] [0.066] [0.054] [0.116]
Adj. R2 0.06 0.05 0.05 0.05 0.03 0.04 0.07 0.05 0.10 0.03 0.10 0.03 0.07 0.04
Obs. 4,499,992 4,620,764 2,207,174 1,002,349 2,646,897 4,197,818 2,425,981 1,953,591 1,396,236 3,001,288 1,726,073 2,658,355 3,568,132 847,752
Panel B. AI Reference: Positive
Hierarchy 0.163***  (0.391%** (.531*** (.813*** (.316%** 0.261%*%* (0.456*** (0.181*** (.543%** (.199%** (.512%** (.212%¥%* (.408%** (.242%**
[0.018] [0.034] [0.054] [0.112] [0.037] [0.028] [0.048] [0.032] [0.064] [0.030] [0.056] [0.035] [0.038] [0.050]
Adj. R2 0.08 0.07 0.07 0.06 0.05 0.05 0.09 0.05 0.12 0.02 0.12 0.01 0.09 0.01
Obs. 4,499,992 4,620,764 2,207,174 1,002,349 2,646,897 4,197,818 2,425,981 1,953,591 1,396,236 3,001,288 1,726,073 2,658,355 3,568,132 847,752
Panel C. AI Reference: Negative
Hierarchy 0.110%%*  0.220%** (.271%** (.391*** (.203*** (.148*** (.200%** 0.274*** (.146%** (0.283*** (.177*** (.283*%* (. 172%*%* (.427%**
[0.017] [0.033] [0.050] [0.099] [0.042] [0.030] [0.041] [0.046] [0.038] [0.047] [0.039] [0.045] [0.029] [0.098]
Adj. R2 0.01 0.01 0.00 -0.01 0.00 0.01 0.00 0.04 -0.01 0.02 -0.01 0.02 -0.01 0.03
Obs. 4,499,992 4,620,764 2,207,174 1,002,349 2,646,897 4,197,818 2,425,981 1,953,591 1,396,236 3,001,288 1,726,073 2,658,355 3,568,132 847,752
Occupation FE yes yes yes yes yes yes yes yes yes yes ves yes yes ves
FirmxYear FE yes yes yes yes yes yes yes yes yes yes yes yes yes yes
Notes. Standard errors clustered at firm level and reported in brackets. *p < 0.10, **p < 0.05, ***p <0.01.
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